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1 Abstracts 

This document reports all case studies that have been done in the context of Task 1.3 
Refactoring Evolving Systems of the SERIOUS Project. The goal was to put to 
practice the techniques developed during the project for supporting effective technical 
evolution of software systems and preventing software decay. The reported cases 
vary from reverse engineering models from the implementation (eg. architecture 
recovery) to refactoring (at various levels: architecture, design and code), detecting 
problems, and checking architectural conformance 

The remaining part of this chapter presents a short overview for most of the case 
studies. All case studies are elaborated in the remaining chapters of the document. 

1.1 Case study: Introducing xUnit subsystem tests 
alongside refactoring 

Partner: Alcatel-Lucent / University Antwerp 

During refactoring, a developer needs fine-grained tests to ensure the behavior-
preserving nature of the applied operations. To support a refactoring project, a new 
level of fine-grained tests is introduced using a xUnit-style testing framework, to find 
defects earlier and grow confidence by frequent test execution.  

In this case study, we first investigate the technical feasibility to create subsystem-
level builds with integrated testing framework. Secondly, existing higher-level tests are 
translated towards xUnit. We furthermore inspect the internal quality of the test code 
(that has to be maintained too) and formulate some guidelines. 

xUnit-style testing was perceived as easy (2-3PD) to introduce. Being widespread and 
with solid vocabulary and documentation on the Internet, it was also perceived as 
easy to learn.  

1.2 Case study: Refactoring for performance 

Partner: Alcatel-Lucent / University Antwerp 

In this case study, the design of Broadband Access Node component was refactored 
to become more efficient in resources, i.e. reduced memory consumption and startup 
time. This would save the component from a re-implementation, as the system was 
close to resource exhaustion. 

After a structured analysis, three points of improvement were identified: removal of 
wrappers for primitive data types, compacting the data layout of a PSD shape, and 
reducing the number of persistent tables. 

This resulted in a reduction in memory usage of 51% and in startup time of 33% after 
the first step. Further on, the startup time was reduced by 10 times, and the memory 
footprint of a particularly large data type by 6.  

1.3 Case study: Socket layer 

Partner: Alcatel-Lucent / University Antwerp 

See chapter 4. 
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1.4 Case study: Nokia S60 application analysis 

Partner: Nokia 

With more and more features been added to mobile phones as required by the 
markets, the size and complexity of the device software is growing significantly, while 
at same time the product development cycle is getting shorter. How to maintain and 
control the quality of software assets in a cost efficient way with ever growing size and 
complexity is a big challenge to Nokia. The system architects and program managers 
need techniques and tools to manage the complexity, to control the quality, and to 
support the evolution of the software systems. The case study analyzes a subsystem 
of the S60 software platform of Nokia smart phone / multimedia computer product 
family. Its goals were to help software architects and product managers in improving 
the software quality, system performance, software maintainability, and more over, 
offering a real time view of the problems, and can monitor and control the system 
evolution. 

1.5 Case study: MRI configuration framework 

Partner: Philips 

Within the business MRI of Philips Healthcare, a multi-MLOC software archive of 
mainly .NET and C++ code is developed and maintained. This software currently 
supports a wide range of different scanner types from one single archive. In fact, the 
same software runs on virtually every scanner type. The mechanism through which 
this is achieved relies heavily on configuration parameters to change the behavior of 
the software. 

A non-trivial amount of code - approximately 100 KLOC - has been written to access 
the configuration values. Although several layers can be identified in this code, in 
reality it forms an almost monolithic block. It is, for instance, virtually impossible to 
change the way configuration is stored without affecting almost every other layer of 
code. 

In 2007, a configuration framework will be implemented, that is to replace existing 
configuration access code. Some of the design goals of this framework are: 

 A strict separation of data model (what values can be retrieved) from configuration 
technology (how are values retrieved). 

 Well-defined configuration upgrade-rules that allow configuration data from one 
version of the software to be imported into the configuration of another. 

 A separation of configuration interface from configuration storage implementation, 
making it easier in the future to change storage technologies. 

1.6 Case study: Refactoring a DRM system 

Partner: Philips 

The main objective of this case study is to develop a robust client-server solution 
supporting DRM (Digital Rights Management) specifications, specifically the Open 
Mobile Alliance (OMA) DRM v2 standard for online media distribution to the PC 
platform.  

These DRM systems offer a rights model that can be used by the owner of the content 
and by the buyer of the content. Using a DRM the owner and buyer agree on how the 
purchased content (e.g. obtained via the Internet) is to be used. Subsequently the 
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DRM system enforces this agreement. Possible rights on the content are for example 
ability to burn content to CD-R, ability to export to a portable device (secure and non 
secure devices) and time limited usage. 

The client software is targeted for the Windows 32 bit environment (2000, XP) while 
the server is Java (J2EE) based and can run on Linux, Unix and Windows32 systems. 

The Modena project is based on a client-server solution obtained from Liquid Audio. 
Philips has worked for more than a year now to make the product more robust, faster 
responding and generally to make it ñconsumer-qualityò software. Several refactoring 
techniques are used to achieve this goal like 

 Software metrics to measure the quality of various parts of the software 

 Change metrics to guarantee a certain quality level during refactoring 

 Code duplication detection tools 

 Automatic documentation extraction (doxygen) 

 Test Driven Development on components that needed to changed / redesigned 

 Automated tests during release procedure to prevent regression and to guarantee 
a certain quality level 

 Redesigning (sub) components using I-Mathic, a tool for translating requirements 
of a software (sub) system into a state-model that can be formally verified. 

1.7 Case study: Migrating from Java to Microsoft .NET  

Partner: Philips 

MIP ( Medical Imaging Platform) provides generic connectivity, archiving, printing, 
database and viewing functionality that can be used in all product groups of Philips 
Healthcare (e.g. X-Ray, MRi, CT, and Ultrasound). 

In 2002, the MIP code base was entirely written in Java, and interfaced with the client 
code from product groups through COM technology. Recently, it was decided to 
migrate to Microsoft .NET technology, both for implementation of the MIP code base 
and the interface with the product groups. This case study describes the migration of 
MIP from Java technology to .NET. 

It is a large scale refactoring effort, covering about 1 MLOC, 2½ years throughput 
time, about 30 man-year and four major releases. Interesting aspects include: 

 Normal functional development continued while refactoring. 

 Three major releases are done while refactoring. 

 For backwards compatibility towards the product groups, the COM technology 
remains supported.  

 Bringing performance and security to a higher level. 

1.8 Case study: Migrating to a graphical user interface 

Partner: Philips 

Philips offers a complete portfolio of MRI systems that are technologically advanced, 
yet simple to operate, increasing efficiency, ensuring more comfortable exam 
experiences for patients and providing superb diagnostic clinical results. Image 
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quality, ease of use, patient throughput 
and uptime of the system are important 
performance figures of the product.  

Philips Healthcare delivers two types of 
MRI scanners, the cylindrical and the high 
field open system. Although the 
mechanics of the magnet systems are 
completely different many other system 
components as well the software platform 
is shared by product lines. 

A suite of service applications is provided by the MRI system for use during the 
production, installation and maintenance phase of MRI systems. Remote execution of 
service procedures is also designed and implemented for parts of the service 
applications suite. This design is an enabler for providing high system availability and 
short response times on requests for service. Another important reason for having 
remote service designed in the system is reduction of travel cost. 

The user interface technology to be used is called the Field 
Service Framework. This framework is a generic application, 
fulfilling basic requirements like user authentication and 
authorization use cases. Product lines, like MRI, have to build 
their own plug-ins for this framework. The user interface 
technology is currently based on Microsoft IIS with ASP and 
Internet Explorer as the thin client. The next generation Field 
Service Framework is designed around Microsoft .NET 
technology. The business logic of the MRI system should be in 
depended on the technology choice. 

The main subject in this case study is re-factoring and migration from one user 
interface platform towards another user interface platform. A migration from a VT220 
based user interface technology towards the Field Service Framework (FSF) user 
interface. 

1.9 Case study: Refactoring from HW to distributed SW 
platform 

Partner: Philips 

The BRICS case study, that runs in the X-ray department of Philips Healthcare is a 
medium-scale software evolution project that runs for at least 3 years, it started in Q2 
2005, and as of today, is in its 5th increment. 

An initiative is setup in the X-ray department to move from a hardware-platform for 
real-time image processing to a distributed software environment. This new image 
processor architecture is envisioned as a (set of) image processing (IP) service(s). 
Interesting challenges for the BRICS case study are: 

 Define an architecture that and ensures real-time behavior and of course also 
support the exposed services. 

 Fast incorporation of new IP algorithms. 

 Achieving re-usability by offering high-quality software IP components.  

The rational behind this platform approach is the following: A X-ray system has many 
hardware and software subsystems, several of which may be provided in the future 
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with a service interface. By having the various subsystems provide their interfaces to 
external parties, it becomes much easier to integrate these subsystems with other 
systems (third party-components or other medical imaging devices). 

The deliverable of BRICS is a component suite consisting of a) framework or 
middleware layer, b) IP modules, and c) tools and utilities. 

In the X-ray department of Philips Healthcare, an initiative is setup to move from a 
hardware-platform for real-time image processing to a distributed software 
environment. This new image processor architecture is envisioned as a (set of) 
service(s). A service is seen as a function that is well-defined, self-contained and does 
not depend on the context or state of other services. It is responsible for the state of 
one distinct block of backend data; hence a service is very suitable to be the outside 
world interface for a device or subsystem.  

Interesting challenges for this project are: 

 Define the right granularity for the exposed services. 

 Implement them using the right level of security.  

The introduction of these IP services will be done gradually, starting with the most 
important ones, and gradually opening up more and more functionality to external 
clients. 

The rational behind this platform approach is the following: A X-ray system has many 
hardware and software subsystems, several of which may be provided in the future 
with a service interface. By having the various subsystems provide their interfaces to 
external parties, it becomes much easier to integrate these subsystems with other 
systems (third party-components or other medical imaging devices). 

This is a medium-scale evolution project that runs for at least 3 years, at least four 
major releases planned. 

1.10 Case study: Application of concern analysis 

Partner: Tampere University of Technology / Nokia 

See chapter 11. 

1.11 Case study: Application of Nokia Maemo platform 

Partner: University Antwerp 

In this case study we re-document the architecture of an large scale Maemo platform 
by reverse engineering the interactions between code-level entities and abstracting 
them to a higher level, i.e. interaction between the building blocks of the application 
(the subsystems). Secondly, we apply this approach to a number of versions 
throughout history, to evaluate the stability of the evolving system. 

Secondly, to assess the maintainability of the evolving system, we use a selection of 
quality models based upon ISO 9126. In particular, we use lines of code to assess 
analyzability and cyclomatic complexity to assess testability.  

By applying multi-version analysis we can evaluate whether the internal quality is 
increasing or decreasing, and more specifically, identify building blocks that score 
poor in maintainability and keep on decreasing, thereby becoming the primary targets 
for focused refactoring. 



SERIOUS 

ITEA 04032 

WP1 Deliverable 1.4 

Page 8 of 141 

 

  
 

WP1 Partners Public 29/08/2008 
 

1.12 Case study: Architecture recovery of a legacy imaging 
system 

Partner: Universidad Politécnica de Madrid 

This case study will be executed on a medical imaging product, based on Java, 
supplied by Ibermática. It is currently in use in several Spanish hospitals. The system 
allows doctors to visualize high resolution medical images and manipulate them 
applying several transformations. 

This case study will document the architecture of the existing system, with a special 
focus on the quality-related aspects. The architecture recovery process will be based 
on QAR (Que-ES Architecture Recovery), a generic recovery workflow based on the 
traditional Extract-Abstract-Present paradigm. The process will be adapted to the 
specifics of the system. Some highlights of the case study are: 

 Use of general purpose, widely-used, visual tools. Instead of the existing recovery-
specific frameworks, such as Moose or Rigi, the case study will choose some well-
know modeling or profiling tools, such as Omondo UML or Eclipse TPTP. These 
tools allow a continuous visualization of the system, which should be very valuable 
in this type of processes. Thus, this case study will evaluate their suitability for 
architecture recovery activities. 

 Combined analysis of static and dynamic views. 

 Use of software metrics to aid the recovery process and evaluate the quality of the 
system.  

1.13 Case study: Evolution of a legacy system towards SOA 

Partner: Universidad Politécnica de Madrid 

This case study will be executed on a medical imaging product, based on Java, 
supplied by Ibermática. It is currently in use in several Spanish hospitals. The system 
allows doctors to visualize high resolution medical images and manipulate them 
applying several transformations. 

The objective of the case study is to evolve the legacy system for improving its quality. 
The evolution will address the main concerns of both users (gathered from surveys) 
and developers with the system. The main areas of improvement are: user experience 
(usability and performance), system maintainability and interoperability with other 
medical systems. These requirements plus the documentation obtained from the 
previous case study will be converted into an evolution plan which will guide the 
process. Currently the case study is composed of the following stages, although the 
list may experience some changes during the case study:  

1. Platform migration towards SOA: The legacy system will be refactored in the 
architecture level to a SOA model. For this concrete case we have chosen the 
OSGi Service Platform as our component model of choice, with the Equinox 
implementation as the base technology. The system will be refactored into a 
set of dynamic, loosely coupled services (OSGi-services and bundles). 

2. Replacement of the User Interface: In order to improve the quality of the user 
experience the UI of the product will be replaced by a substitute, which should 
prove to be more extensible, customizable and attractive. The chosen model 
for the new GUI is the RCP (Rich Client Platform) model.  

3. Add connectivity functionality with remote imaging servers via WADO (Web 
Access to DICOM Objects) 
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1.14 Case study: Refactoring JEE application to Spring 
framework 

Partner: Universidad Politécnica de Madrid 

See chapter 15. 
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2 Introducing xUnit Subsystem Tests Alongside 
Refactoring 

2.1 Problem Statement 

2.1.1 Domain 

During refactoring, a developer needs fine-grained tests to ensure the behavior-
preserving nature of the applied operations. In a refactoring case study on a Transport 
Layer protocol implementation of a Broadband Access Node, a particular data 
structure has to be replaced. 

2.1.2 Current Situation 

In the current test strategy, subsystem testing is the most fine-grained testing activity. 
As there are no strict rules describing how to perform these, the actual approach 
varies per developer team. Some teams test manually in a command line environment 
based upon test case specifications, others write codified tests in a self-composed test 
framework, still others use a scripting language. 

2.1.3 Goals and Expected benefits 

In order to control the refactoring process, we need a process that stimulates quick 
error detection (lower cost per defect) and adds to the confidence of the developer as 
he is progressing. This requires a testing approach that consists of a regression batch 
of fine-grained test cases that can be rapidly executed after every major refactoring 
operation. As such, developers can (i) write tests that are focused on the units to be 
changed and (ii) frequently execute the regression set without being annoyed by the 
delay. During this case study, we first investigate the introduction of xUnit style 
subsystem tests integrated as part of a test build (technical feasibility) to achieve this 
goal. Secondly, we study how existing test cases can be reused in this framework. 
Finally, we quantify the learning curve associated with adoption this kind of codified 
tests. 

2.2 Solution 

2.2.1 Approach 

The xUnit family of testing frameworks originates in the agile development circles, 
providing the infrastructure to codify automated, explicit, repeatable, independent and 
fast unit tests that provide rapid feedback during code-test development cycles. Actual 
implementations such as JUnit (Java) and NUnit (.NET) are the de facto standard for 
unit testing (and beyond) today. In the scope of this case study, we chose to apply 
xUnit to introduce tests for the interfaces of the subsystem under study.  

2.2.2 Major Results 

A proof of concept has been integrated in a test build, and some test cases have been 
transformed from another test environment currently in use. The deployment and 
learning curve are moderate; this study took 2-3 PD. 

Secondly, we reviewed this test code to increase its internal quality. We refactored to 
reduce the amount of duplication by promoting reuse in test cases following patterns 
in the handbook. 
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Thirdly, we investigated how batches of automated, existing tests launched in the 
command line environment could be made more xUnit style ï a smaller increment 
than transforming them. We described how the test framework would need to be 
modified  

2.2.3 Success Indicators 

The case study was successful as it met the desired goals: 

1. The integration in a test build was a minor task 

2. Adapting xUnit and transforming some existing tests was a limited PD job. 

3. We documented ï in the form of patterns ï how the techniques that we 
composed increase the internal test quality (i.e. reducing duplication and 
introducing abstraction) 

4. After the case study, the composed subsystem testing framework has been 
deployed for other subsystems as well.  

2.3 Conclusion 

2.3.1 Summary 

The introduction of xUnit style tests to (i) become the standard subsystem test 
environment and (ii) serve as test harness during refactoring resulted in a working 
proof of concept. The techniques that were used are documented as patterns in the 
refactoring handbook. 

2.3.2 Lessons Learned 

Introducing xUnitïstyle testing proved straightforward and evoked enthusiasm with the 
involved developers. In the mean time, this kind of tests has been written for another 
subsystem as well. 

Where transforming existing tests proved to be easy, it is not considered efficient 
when considered in a project context. Focusing on codifying tests for subsystems 
where manually testing is applied can be better motivated in cost/benefit terms. 

2.3.3 Final Recommendations 

Before starting a refactoring project, the presence of tests should be a precondition. In 
their absence, one should incorporate effort to introduce tests. Writing xUnit style tests 
targeting the interfaces of the system under study can be a time efficient manner to 
obtain a regression suite. 
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3 Refactoring for Performance 

Summary of a case study that is reported about in the paper Refactoring for Performance: An Experience Report by 
Matthias Rieger, Bart Van Rompaey, Bart Du Bois, Karel Meijfroidt and Paul Olievier that was accepted to the Third 
ERCIM Symposium on Software Evolution and Matthias Rieger, Bart Van Rompaey and Serge Demeyer. Refactoring 
State Machines. accepted at the Sixth Nordic Pattern Languages of Programs Conference (VikingPloP). This 
experience gathered in this case study is also written as a pattern in the Refactoring for Performance chapter in the 
Refactoring Handbook. 

3.1 Problem Statement 

3.1.1 Domain 

Our pilot project consists of a 130 kSLOC C++ subsystem, part of a Broadband 
Access Node, managing configuration parameters for network lines. The system is 
implemented in a distributed fashion with one Controller Card, maintaining the 
configuration database, and several Line Cards; CORBA-like middleware on top of 
Ethernet ensures communication between the different processors. Middleware 
services such as memory management and persistency are provided by the 
framework. A home grown code generator creates the source code from 
specifications. One design goal for this framework was to make every data element 
look uniform so that data manipulation in client code, be it streaming for 
communication or persistency, could be handled in a common manner (simplifying, for 
example, the code generator). This especially meant to represent primitive types as 
objects as well. 

3.1.2 Current Situation 

The system has been around for three years. It is currently dangerously close to 
exhausting the memory and runtime reserves of the hardware components it was 
initially deployed on. New requirements ask for the number of spectrum profiles, one 
of the configuration parameter types, being doubled. 

3.1.3 Goals and Expected benefits 

The goal of the case study constitutes of (i) identifying root causes of the poor 
performing system, (ii) proposing a more memory-efficient design and (iii) refactoring 
the current implementation to that solution.  

In particular, the performance goals were stated as: 

 Improve performance of reading a spectrum profile at start-up with a factor 10. 

 Improve memory footprint of spectrum profile to acceptable values which is 2 times 
the raw data size. 

 Drastically reduce complexity in the profile handling cod (set request). 

A complete rewrite is necessary if the system can not be redesigned to perform under 
the new requirements.  

3.2 Solution 

3.2.1 Approach 

We followed a structured approach, consisting of (i) getting a Specific Problem 
Description using developer interviews and static analysis, (ii) Identifying Improvement 
Opportunities that would substantially improve the performance; and (iii) estimating 
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effort, risks and gains of this refactoring proposal.  We identified three points of 
improvement: 

1. Refactoring the wrapped primitives (an anti-pattern that we call Redundant 
Objectification) to primitives promised to resulting in a considerable memory 
gain (estimated to by -82% using a static count of objects in memory at 
runtime). 

2. Handling PSD shapes, a type of large configuration parameters, as an array of 
basic types instead of a more complex data layout. 

3. Reduce the number of persistent data tables (tables written do disk) from 35 to 
16. 

To mitigate the main risks of dealing with unknown code and introducing regressions, 
we applied a stepwise refactoring approach and introduced tests along the refactoring 
to safeguard changes made to a code generator.  

3.2.2 Major Results 

As a result of the Redundant Objectification refactoring, the memory usage of this 
subsystem was reduced by 51% while startup time improved by 33%. This reduction, 
although the static estimation of the gains proved not to be very accurate, freed 
enough memory for upcoming requirements. The two subsequent steps reduced the 
time to read one spectrum profile even more, from 1.8 seconds to 0.16 seconds. The 
associated memory footprint of spectrum profile has improved from 12 Kbytes to 2.15 
Kbytes. 

Along the way, whenever complex code structures were discovered, the design was 
reconsidered and refactored appropriately. This proved valuable especially in the 
profile handling component. Its complexity was measured using the metrics maximal 
nesting depth per function and cyclomatic complexity per function. Maximal nesting 
depth was reduced from 6 to 3, while cyclomatic complexity improved from 52 to 8. 

3.2.3 Success Indicators 

The series of refactorings applied to the subsystem under study allowed the 
developers to implement the set of features scheduled for the next release, due to the 
availability of enough free memory. 

3.3 Conclusion 

3.3.1 Summary 

We employed a structured approach to identify and tackle performance problems in a 
C++ system. Starting from a generic problem description, we used a combination of 
developer interviews and static analysis to identify the most beneficial areas of 
improvement. Note that mostly due to the deep knowledge that we could tap into by 
asking developers familiar with the system, it was not necessary to employ dynamic 
analysis to locate the center of the problem. We subsequently proposed a more 
efficient design and assessed the expected gain as well as the effort and possible 
pitfalls of the refactoring operation. This allowed us to select and apply a development 
strategy ensuring the behavior preserving nature of the restructuring. In this pilot 
project we were confronted with a system that suffered from a performance problem 
typical for embedded software, similar to and illustrating earlier performance anti-
pattern descriptions. We contribute an anti-pattern named Redundant Objectification.  
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3.3.2 Lessons Learned 

The lessons learned can be summarized as: 

 A pure OO implementation in an embedded context can become too much 
memory consuming. Refactoring towards a hybrid solution may form a solution. 

 A combination of developer interviews and static analysis can be a suitable 
technique to find root causes of poor performance. 

 There exist some documented performance anti-patterns in literature that 
developers should be aware of. 

3.3.3 Final Recommendations 

As a contribution to the debate about using object technology in embedded systems 
we learned that performance considerations must be heeded when dealing with the 
constraints of embedded systems. It may become necessary to relinquish the 
elegance and simplicity of a uniform objectïoriented design and seek a hybrid 
objectsïandïprimitives solution. This requires detailed knowledge of the problem 
domain, to decide where the trade off of improved performance vs. the hassle of 
mixing programming paradigms is most favorable. An interesting question in this 
respect is to ask where the cohesion of the dataïbehavior combination represented by 
an object is weakest, due to either the simplicity of the data structure, the light-
weightiness of the behavior half, or both characteristics combined. 
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4 Socket Layer Case Study 

4.1 Problem Statement 

4.1.1 Domain 

The case study concerns a refactoring of a Socket Layer subsystem, part of a 
Broadband Access Node. The Socket Layer subsystem is part of the communication 
embedded software for both internal (between boards in the Network Element) and 
external (between the Network Element and the external Management System) 
communication.  

4.1.2 Current Situation 

The Broadband Access Node is developed as a number of products variants, which 
are all part of the same product family, and they also share a lot of the software. 
Between these product variants, the Socket Layer subsystem implementation has 
diverged a lot between two variants using compiler directives. However, the Socket 
Layer subsystem should have been kept generic and common between these two 
product variants since the maintenance and extendibility of the subsystem has 
become problematic. 

4.1.3 Goals and Expected benefits 

The goal of this case study is to refactor the Socket Layer subsystem so that it 
becomes a true common subsystem that fits all product variants of the product family. 
This will reduce the maintenance effort for this subsystem since it will be common. 

At the same time, new functionality has to be added in a generic way in order to 
support a new product that will become part of the same product family. This will be 
the most challenging part of this case study. 

4.2 Solution 

4.2.1 Approach 

First a Unit Test suite will be developed that is able to test all the current functionality 
of the subsystem for both variants. 

After that the subsystem will be refactored. All compiler directives (used to make 
variants at compile time) will be removed from the subsystem. The Unit Test suite will 
be used during this transformation to see that supported functionality is not broken. 

Finally the new functionality will be added and Unit Test suite will be extended to cover 
the new functionality required for the new product while keeping the already supported 
functionality. 

4.2.2 Major Results 

The major result is to have one common generic Socket Layer subsystem without any 
compiler directive, which is serving the needs for all products of the product family. 

A well performing and automated Unit Test suite that is able to test all functionality of 
the subsystem. 
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4.2.3 Success Indicators 

Less maintenance effort needs to be spent on this subsystem for the complete product 
family. 

4.3 Conclusion 

4.3.1 Summary 

By first making an extensive Unit Test suite, the existing functionality of the Socket 
Layer subsystem for both product variants could be tested after each small step of the 
refactoring activity. Gradually all product variant related compiler directives were 
removed one after the other without breaking existing functionality. The code became 
also more comprehensible without all these compiler directives.  

4.3.2 Lessons Learned 

While writing the Unit Tests for the existing subsystem, the designer learned to 
understand better the required functionality of the subsystem and its behavior in 
normal and exceptional conditions. This allowed introducing the requested new 
functionality in the most optimal way with less effort. 

4.3.3 Final Recommendations 

When introducing quite some new functionality in an existing peace of software and in 
case there are no Unit Tests for this software yet, writing Unit Test suite for the 
existing functionality first, pays off later when the new functionality is introduced. The 
peace of the software is better understood, the risk for breaking existing functionality is 
brought down to the minimum. 
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5 Nokia S60 application analysis 

5.1 Problem Statement 

5.1.1 Domain 

This Nokia case study is about S60 application subsystem analysis. S60 is the 
software platform of Nokia smart phone / multimedia computer product family. It is built 
on top of Symbian OS and supports the implementation of the advanced UI features 
including rich multimedia functions. The marketôs share of Nokia smart phone / 
multimedia computer devices is growing very fast and creates more and more value 
for the company.  

This case study deals with software (source code) analysis, including reverse-
engineering, OO metrics for software quality [106] [2], static analysis and performance 
indication, suggestion for refactoring, evolution monitoring, etc.  

5.1.2 Current Situation 

With more and more features been added to mobile phones required by the markets, 
the size and complexity of device software are growing significantly, and at same time 
the product development cycle is getting shorter. How to maintain and control the 
quality of software assets with ever growing size and complexity, in a cost efficient 
way, is a big challenge to Nokia. The system architects and project/program managers 
need techniques and tools to manage the complexity, to control the software quality, 
and to support the evolution of the software systems.  

5.1.3 Goals and Expected benefits 

The goals of this case study are to develop and test: 

 Methods and tools for quality assessments and source code quality monitoring of 
Nokia platforms, to provide objective and in-time system wide overview of the 
software quality.  

 Methods for getting architecture/component level indications of performance 
refactoring via static software analysis. 

The above mentioned methods and tools should be applied on the analysis of Nokia 
S60 platform applications, and help in improving the software quality, system 
performance, software maintainability, and more over, the architects and product 
managers can have the real time view of the problems, and can monitor and control 
the system evolution. 

5.2 Solution 

5.2.1 Approach 

In the case study on S60 subsystem analysis, we take the following steps in our 
approach: 

 setting-up the tool environment for analyzing a S60 subsystem; 

 selecting and calculating the software metrics for measuring the software quality at 
both class and component level; 

 viewing and presenting the analysis result using the web based monitor tool; 
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 generating class diagrams and component dependency diagrams from the source 
code by using the reverse-engineering tool; 

 using the static analysis results from the above steps to pin-point the performance 
problems 

An important application subsystem (A-application here after) in multimedia phone has 
been selected as the target of the analysis. A-application is an important and big 
application, its feature list and size keeps on growing. The application structure also 
changes between different releases. It has well-known performance problems; hence 
it can be used to validate our approach for identifying the refactoring points for 
performance problems. Through this case study we try to find out if there is any 
relation between the source code quality indicators and the performance problem in 
the A-application, and see if the static analysis of source code could give us any 
useful hints of bad runtime performance.  

In addition, we try to use static analysis to predict the maintainability of software and 
the testing effort that will be spent in the testing phase. 

This case study utilizes the whole Columbus tool set from Columbus [3] reverse-
engineering framework/tool to Monitor tool [4]. Columbus tool set is a static analyzer 
for C++ source code. The tool set contains the Columbus reverse-engineering 
framework/tool, the SourceAudit tool, and the Monitor tool. The Columbus reverse-
engineering tool generates the reverse-engineered source code model at compilation 
time, and then calculates the metrics. The SouceAudit tool, based on the reverse-
engineering framework, defines the coding rules/conventions and detects the non-
conformance and bad smells through source code analysis. The Monitor tool provide a 
web based user interface for viewing the analysis the results generated by the 
reverse-engineering and source code analysis tools. 

We concentrate on quality metrics like size, complexity, couplings, inheritance, and 
clone coverage that Columbus reverse-engineering framework/tool produces. We also 
study other outputs that Columbus tool set give us, for instance, what kind of pictures 
of implementation we can retrieve from Columbus.  

5.2.2 Major Results 

There are the main findings from the static analysis: 

 6 complex classes out of 141 classes, each has over 1000 logical lines of code, 
and all of them are suffering from lack of cohesion;  

 13 highly coupled classes out of 141 classes;  

 Inheritance hierarchy of the application is shallow and narrow, the indication of this 
need to be studied further. 

The evolution of 3 consecutive releases of A-application has been monitored, and 
there is no sign of improvement. The largest class is getting even larger. All the 
analysis results show that measures of improvement and refactoring must be taken as 
soon as possible. It is a well-known fact that more complex classes are harder to 
maintain. The 6 complex and 13 highly coupled classes found during the study are 
affecting on maintainability of the A-application. However, we do not yet have deep 
enough understanding to estimate the exact cost benefits gained by reducing 
maintainability efforts. 

Performance hints are also derived from static analysis, including frequently 
instantiated large classes, instantiation of classes that are implementing multiple 
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responsibilities. More coherent classes with the right size could improve performance, 
one class ï one concept.  

5.2.3 Success Indicators 

The tool environment for Nokia S60 platform software analysis has been set-up and 
taken into use. The analysis of the selected subsystem revealed important issues for 
improvement/refactoring. We do not currently have information on the projected added 
value in terms of money for the proposed improvements to A-application and the S60 
platform, but the static analysis results have been indicated as being useful for 
identifying performance problems and providing valuable indications for 
improvements. 

5.3 Conclusion 

5.3.1 Summary 

In general the case study has achieved its goals and delivered useful results. Although 
attaching Columbus reverse-engineering framework/tool to the S60 build environment 
requires some modification efforts, Columbus reverse-engineering framework/tool is 
easy to use after the needed modifications are done. The instructions of how to install 
and configure the tool, a video clip step-by-step guide of how to use the monitoring 
tool are created for real software developers/managers to use the tool environment. 
The tool environment can be access through the company intranet from the project 
wiki page. All the analysis results have been documented and communicated to the 
software architects and development team. 

5.3.2 Lessons Learned 

Columbus reverse-engineering framework has been found as a feasible candidate for 
analyzing subsystems of S60 platform. However, it is still not able to handle the 
platform wide analysis of S60. Columbus reverse-engineering framework can produce 
a picture of component level call dependency diagram with moderate effort. In 
addition, it can generate class level XMI UML diagrams. These generated diagrams 
make it possible to compare real implementation diagrams to design diagrams. 
Comparing the implementation and design diagrams can reveal the inconsistencies 
between the two at both component level and class level. One possible cause of the 
inconsistencies can be the design documents have not been updated to reflect the 
actual changed in the implementations. Further investigations are needed for all those 
inconsistencies found during the analysis. 

The Monitor tool is a web application (Java applet), it is easy and intuitive to use. It is 
a critical part of Columbus tool set to make the final analysis and result presentations 
very convenient. It is easy to query the metrics of classes, draw diagrams, etc. Saving 
frequently performed queries as shortcuts is a good way to make queries easily 
accessible, especially for those complex queries. More important, it can be used to 
view the results from different releases to monitor the evolution. 

When a class is more than big enough, it should be thought whether the class should 
be split into several classes. Splitting a class into several classes will cause extra 
implementation work that might even delay the tight schedule, but it should pay later 
as easier maintenance effort. Smaller classes that are simple are usually easier to 
maintain and adding features for these is easier. It is difficult to say in general when 
class is too big. This must be solved case-by-case. 
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When using static analysis results to predict performance/run-time problems, these 
are not certainties but indicators ï similar to bad smells, and they should be verified 
with runtime analyzer. Architects that are responsible of the analyzed system are the 
right persons to make the final judgment from those symptoms. Static analysis can be 
used as a starting point in runtime analysis. 
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6 MRI Configuration Framework 

6.1 Problem Statement 

6.1.1 Domain 

The Magnetic Resonance Imaging (MRI) Software department of Philips Healthcare 
writes system- and application software that runs on a wide range of different MRI 
systems. For a large part, this software is delivered from one archive and deployed 
through one installation set.  

The single-archive approach implies that the softwareôs variety of behavior is for a 
large part determined at runtime. The software that deals with this variety is commonly 
known as Configuration Framework. 

Conceptually, the Configuration Framework consists of a fairly simple database filled 
with name-value pairs. The design of the framework, however, is not trivial. This is 
mainly due to constraints like validity checks, having to comply with uniform user 
interfaces within Philips Healthcare and the necessity to upgrade configuration 
databases from almost any previous configuration. 

6.1.2 Current Situation 

6.1.2.1 Mix of API and Data Model 

The Software Interface of the configuration framework consists mainly of C-style 
functions, one for every attribute that needs to be retrieved. Configuration data itself is 
stored in a tree-like structure, populated with objects and attributes of distinct types. 
The shape of this tree and the types of the attributes are commonly referred to as the 
configuration data model. Below the C-style interface are several software layers that 
deal with issues like navigating the tree-structure of data, caching data locally, 
retrieving data from a configuration database, translating attributes from one data type 
to another, calculating attributes from other attributes, etc.  

The C-style interface has resulted in a mixing of data model and framework code. For 
instance, a function like ñget_site_altitude()ò implies that the site altitude is part of the 
data model, while the function itself is part of the software framework. This same mix 
also means that an engineer responsible for changes in configuration needs to have 
intimate knowledge of both the framework and the domain of the variables that are 
kept in that framework.  

6.1.2.2 Upgrade and Maintenance 

Upgrade of configuration data from one version of the software to another is normally 
performed by scripts that very explicitly translate the text of one (old) xml-file to that of 
a new one. These ever-growing upgrade scripts have proven to be an increasing 
maintenance burden. 

Maintenance of the configuration framework is labor-intensive. An average change in 
the data model requires changes in approximately 20 files, including documentation. 

The configuration framework is fairly rigid and cannot cope with different providers of 
configuration data. This has caused challenges when MRI applications needed to be 
ported to new environments. 
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6.1.2.3 Code Architecture 

Configuration software is exceptionally pervasive; many MRI Software source-files 
contain one or more calls to configuration functions, or are in some indirect way 
dependent on configuration data. 

An important additional challenge is the fact that the MRI software archive has many 
parallel branches with non-trivial deltas between them. Together with the 
pervasiveness of configuration software, this means that a substantial change in 
configuration software can prove to be very costly when such a change needs to be 
merged to other branches of MRI software. 

The current configuration framework started out as simple software that performed a 
simple job, but has grown over the course of the years into complex software that 
performs many simple jobs. Current complexity of configuration software has made it 
difficult to change the software any further, or to reliably predict what the cost of such 
changes will be. 

6.1.3 Goals and Expected benefits 

The goals of the Configuration Framework Improvement (CFW in short) can be 
summarized as follows: 

Decreased Maintenance Effort; This is the primary goal, and many of the other goals 
mentioned are actually sub-goals of this one. Maintaining framework and data model 
is currently estimated to cost in the order of 1 full-time equivalent. This is expected to 
drop to at most 0.25 FTE.  

Increased Portability; MRI applications need to be deployed on a growing number of 
platforms, where they should fit in with existing methods of storing configuration data. 
It is therefore necessary that the configuration framework can adapt to different 
platforms, so that applications can run unchanged on those platforms. 

Reduction in Code Size; This can be achieved by separating framework from data 
model. No longer will there be a function for every configuration variable. A feasibility 
investigation showed that a reduction of around 50% in code size for configuration-
specific software is possible. A reduction in code size was also seen as an important 
indicator of successfully averting the so-called second-system effect, where a 
replacement for a small, working system becomes a feature-laden overly large 
construct. 

Automated Upgrade/Downgrade; Hand-written upgrade/downgrade scripts are to be 
avoided, since they have proven to be a significant maintenance burden and a source 
of errors that are found only late in the development process. Most actions that are 
taken during upgrade can be described in very generic rules and upgrade software 
that is based on such generic rules could deal with a large set of upgrade scenarios 
without the need to be adapted for specific upgrades. 

6.2 Solution 

A redesign of the configuration framework was performed. The following figure shows 
the main concepts, which will be detailed in the rest of this Section. 

6.2.1 Approach 

The following modifications were made to the configuration framework: 

Separation of óstorage driversô from the main configuration framework to allow 
configuration storage to become a variation point.  
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A strict separation of data model from framework code was introduced.  

A legacy wrapper was introduced that emulates the old API to the many clients that 
still use it.  

These modifications where made in a separate archive. The new configuration 
framework is then introduced one-by-one in each parallel branch of the software 
archive. 

Note that this approach can be classified as a óBig Bangô type of change. More 
iterative alternatives have been considered, but were discarded because no 
meaningful iterations where discerned. 

6.2.1.1 Storage Drivers 

A great deal of configuration software is agnostic to the actual source of configuration 
data. This part that deals with issues like caching and distribution of data, type 
conversion, validity checks, configuration UI, etc. has been written to obtain its data 
through a new interface, referred to as óHierarchical Interfaceô. Polymorphic 
implementations of this interface allow fetching of data from various sources. The 
hierarchical nature of the interface also allows composition of different data sources 
into one unified ótree of dataô. 

6.2.1.2 Data Model Separation 

In this specific case, data model separation ultimately means that code that used to 
look like this: 

CONFIG_get_site_altitude();  

 

Now looks like this: 

config.ge t( SiteAltitude );  

 

Obviously, there are many more changes to the code than just this visible effect. This 
change intends to separate the volatile partsðthe data modelðfrom the more stable 
framework code.  

Separation of data model is a necessary condition for the separation of concerns: 
experts in the MRI or hardware domain must be able to modify the data model to suit 
their needs, without forcing them to change the configuration framework itself. 

6.2.1.3 Legacy Wrapper 

As stated before, dependencies of configuration software are permeated throughout 
MRI Software. When refactoring, there are two obvious ways to deal with this: 

Change all occurrences of configuration software use to use the new interface, 
possibly by some form of automatic source code transformation. 

Create a thin wrapper of one-line functions that exposes the óoldô interface and 
translates this into calls to the new interface. 

Because MRs many-branched software incurs a very real and non-trivial merge cost 
for large changes, the decision was made to create the thin wrapper.  
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6.2.2 Major Results 

At this point in time, the introduction of new configuration software in a single branch 
has succeeded. Old code has been replaced with new code and the transition did 
occur nearly as smoothly as anticipated. 

Polymorphic implementations of configuration storageðfor databases, files and for 
calculated valuesðhave been created and are being used. Anecdotic data suggests 
that implementing such storages can be done with limited effort, but this remains to be 
verified by implementations for new platforms.  

Measurements that were made during development of new configuration software 
have indicated that the end result would be significantly smaller than the old one. An 
investigation is ongoing to determine whether the 50% mark was made after full 
integration with existing software. Data model separation has helped, but does not 
seem to be the largest contributor. Early indications are that simply replacing patched 
source code with long maintenance histories by new code, designed for its current 
requirements, contributes as well. 

6.2.3 Success Indicators 

Of the four goals specified earlier, two have been reached. Two others have not fully 
been determined yet, due to their long-term nature: 

The main driver for the new configuration framework has been the reduction of 
maintenance effort. It will take some time after introduction to obtain enough data of 
sufficient quality to make judgments. Tests have shown that changes in the data 
model are now less scattered (on average 3 files changed in contrast to 20 files), 
which could be an indication of a reduction in future maintenance effort. 

Of the sub-goals mentioned in Section 6.1.3, two have been reached: code size was 
reduced and current implementations of configuration storage indicate that new ones 
can be made with very limited effort, leading to improved portability. 

Automated upgrade/downgrade was tested successfully on large sets of historical 
data. However, just like maintenance effort, this indicator needs to be collected over a 
longer period of time in actual field use to make confident judgments. 

6.3 Conclusion 

6.3.1 Summary 

MRI software contains complex code to deal with variability. Changing requirements 
and a long maintenance history have made their marks on the current implementation. 
A new framework was created that encompasses a strict separation of data model and 
framework code, polymorphic drivers for storage of data and which comes with a small 
layer that provides a legacy interface.  

Software for automated upgrade/downgrade was written to reduce maintenance effort 
in this respect. 

There is, at this time, not enough empirical data to make confident conclusions about 
maintenance effort or the effectiveness of automated upgrade. Two other indicators, 
code size and the number of files that need to change for routine maintenance, show 
the new framework to be an improvement over the old one. 
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6.3.2 Lessons Learned 

A summary of lessons learned during the development of the new configuration 
framework would be the following: 

 As with many refactoring exercises, configuration framework refactoring consisted 
for an important part of re-discovering requirements. Involving ólocal expertsô can 
make a huge difference in finding most hidden requirements early. Requirements 
that were not found with the help of local experts tended to pop up extremely late 
in development.  

 We did not see any way to develop configuration framework in a more iterative 
way than we did, but certainly more iterations would have countered late-found 
requirements. 

 Design for Maintenance is hard to justify, since the costs of maintenance can be 
difficult to quantify. It is important to make credibleðand realisticðestimates, in 
order to obtain buy-in of all involved parties. 

 Direct indicators of maintenance cost cannot be measured during, or directly after 
development. Indirect indicators, such as code size, can. 

 Code size is a promising indicator to use, to keep the second-system effect in 
check. 

6.3.3 Final Recommendations 

Configuration framework has shown that refactoring for maintainability is possible and 
can lead to positive results. Still, when refactoring, refactor as iteratively as possible, 
because even for this type of development, late-found requirements can occur. If new 
software is to replace some older software without directly expanding its functions, it is 
worthwhile and feasible to strive for software that is not biggerðin terms of code 
sizeðthan the software it replaces.  
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7 Refactoring a DRM system 

7.1 Problem Statement 

7.1.1 Domain 

There is a market need for a system that enables online media distribution. In 
particular such a system manages the digital rights so that illegal copying can be 
prevented. These systems are known as DRM (Digital Rights Management) systems, 
and usually consist of a client-server solution, where the owner of the contents 
manages the server, and the client is the consumerôs PC.  

The main objective of the project is developing a robust client-server solution 
supporting DRM specifications, specifically the Open Mobile Alliance (OMA) DRM v2 
standard for online media distribution to the PC platform.  

These DRM systems offer a rights model that can be used by the owner of the content 
and by the buyer of the content. Using a DRM the owner and buyer agree on how the 
purchased content is to be used. Subsequently the DRM system enforces this 
agreement. Possible rights on the content are for example ability to burn content to 
CD-R, ability to export to a portable device (secure and non secure devices) and time 
limited usage. 

7.1.2 Current Situation 

The client software is running on a Windows environment (2000, XP) while the server 
software is Java (J2EE) based and therefore can run on Linux, Unix and Windows32 
systems. A working version had been delivered by the external party, however there 
was no operational environment, i.e. the working version could not be rebuild or 
updated from the received source code because specific building scripts were 
missing. 

The received solution had some serious issues. The main issues were as follows. 

 Lacking documentation 

 Incomplete development environment 

 Insufficient robustness / responsiveness / quality 

 Lacking some essential functionality 

 Several components with incomplete functionality 

 Proprietary solutions were used instead of standardized solutions 

Yet it was assessed that the received solution still offered the opportunity to have a 
shorter time to market than developing everything from scratch.  

7.1.3 Goals 

The goal of the project is to realize a robust, market ready client-server solution for on-
line media distribution to PC and mobile devices with a state of the art DRM solution 
by refactoring a received partial solution to enable a shorter time-frame than 
developing such a solution from scratch. 

In addition a controlled development environment should be available to allow for 
maintaining and updating the software. A controlled environment here means 
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automatically retrieving as much information as possible about the state of the 
software, and using it to steer development. 

7.2 Solution 

7.2.1 Approach 

Several refactoring techniques are used to achieve this goal like 

 Software metrics that indicate the quality of various parts of the software, with tools 
support: QAC & JTest for static code checking and lines of code measurement; 
CTC++ and Clover for measuring the Code Coverage of the tests. 

 Change-metrics to guarantee a certain quality level during refactoring. These 
change-metrics are derived from the variations over time of the software metrics 
mentioned above. 

 Code duplication detection tools (with a home-grown tool) 

 Automatic documentation extraction (javadoc, doxygen) 

 Test driven development on components that needed to be changed / redesigned 

 Automated tests during release procedures to prevent regression and to guarantee 
a certain quality level 

 Redesigning critical (sub) components using I-Mathic, a tool for translating 
requirements of a software (sub) system into a state-model that can be formally 
verified 

 A weekly automatic release procedure to generate a new software version for 
validation 

The first three bullets are coved in [5] Chapter 4, and bullets 5 and 6 are covered in 
Chapter 6.4 of the same document. 

7.2.2 Expected Benefits 

The approach described in the previous paragraph should result in a controlled 
development environment from where product releases can be done on a regular 
basis (e.g. twice a year) for a longer period of time (years). It should also allow for 
product diversification, i.e. release different product versions from the same base 
product, each product serving a specific market segment. 

Furthermore the following is expected 

 Test driven development, automated testing, software and change metrics and 
code duplication detection will solve the original issue of an incomplete 
development environment and will give concrete information on the quality level of 
the product. 

 Automatic documentation extraction from the source code will make sure the 
documentation is easier to create and maintain and closer to the actual 
implementation. 

 Test driven development and the use of I-Mathic will allow to extend the 
functionality of the product in a controlled way (i.e. without loosing quality) and to 
re-factor specific components.  

 Formally verifying critical components will reduce the chance on re-factoring errors 
and increase quality. 
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 Releasing new version of the software on a regular basis in combination with 
automated test will allow testing the product in a continuous way to guarantee 
product quality and to verify the new and re-factored functionality. 

7.2.3 Major Results 

In general the chosen approach did offer the expected results, however on specific 
points the results were somewhat different than expected. 

 

 Software metrics to measure the quality of various parts of the software. Ą The 
static code checker tools did indeed produce a lot of useful information but 
because of the amount of code received it was cumbersome and time-consuming 
to separate the important information from the less important information. This 
problem was a consequence of receiving a large quantity of software at once 
which directly causes a backlog of static code issues. 

 Change-metrics to guarantee a certain quality level during refactoring. Ą Lines of 
code metrics offered some information: the risk is small if the amount of changes is 
small. But this information is limited because code was added and removed at the 
same time, which made it difficult to extract useful information from it. The 
variations of other metrics measured by the static code analysis tools indicate 
progress of certain aspects of the refactoring work. 

 Code duplication detection tools. Ą This tool produced especially in the beginning 
a lot of information on software parts that needed refactoring because there was a 
lot of code duplication. Once the refactoring process was ongoing, the tool was 
less useful, because we did not duplicate code. 

 Automatic documentation extraction (javadoc, doxygen). Ą In our experience it is 
best to have both high level documentation in the form of Word documents with 
UML diagrams and low level documentation that specifies all the details of the 
interfaces. If low level documentation is desired, then automatic documentation 
extraction is the best way to produce it, even if it requires the discipline of keeping 
it up to date. 

 Test driven development on components that needed to be changed / redesigned. 
Ą Worked fine in some cases and not so well in other cases, mainly depending on 
the engineers. It requires new development competencies that should be trained, 
and the required change of attitude that takes time. 

 Automated tests during release procedure to prevent regression and to guarantee 
a certain quality level. Ą This worked very well as expected. All automated tests 
had to pass before a version was released to the customer. 

 Redesigning critical (sub) components using I-Mathic, a tool for translating 
requirements of a software (sub) system into a state-model that can be formally 
verified. Ą This approach did work. Details can be found in the recommendation 
section. 

 A weekly automatic release procedure to generate a new software version for 
validation. Ą This worked very well as expected and allowed the customer to 
closely follow the status of the software because each released version was a 
working version albeit with some incomplete functionality and some known issues 
that still needed to be solved. 
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7.2.4 Success Indicators 

The main goals of the project have been reached. A controlled development 
environment was established and software versions were released on a weekly basis. 
Metrics and on line documentation were automatically created for all versions. 

However due to changing business directions and priorities, the software was not 
commercially deployed. Therefore formal product releases to the market, product 
diversification and product upgrades, although prepared, were not realized. 

7.3 Conclusion 

7.3.1 Summary 

Most of the benefits were realized but not all benefits are as good as expected. The 
change in business directions and priorities prevented the full validation of the 
controlled development environment. 

7.3.2 Lessons Learned 

 Using an approach where test driven development and automated testing is used 
and where software and change metrics are maintained, will solve the original 
issue of an incomplete development environment and will give concrete 
information on the quality level of the product. Ą A concrete status overview of the 
product was available at all times, which includes all the test results and all 
metrics. 

 Automatic documentation extraction from the source code will make sure the 
documentation is easier to create and maintain and better consistent with the 
actual implementation. Ą Extracted documentation was available at all times, and 
provided low level documentation for users of the code. But still the problem 
existed of code being changed without changing the documentation lines in the 
same files. 

 Test driven development and the use of a formal tool will allow to extend the 
functionality of the product in a controlled way (i.e. without loosing quality) and to 
re-factor specific components. Ą Some development teams were very good at 
refactoring with this approach. Other development teams had difficulties with 
adopting this approach, especially with defining the correct tests before re-
factoring. 

 Formally verifying critical components will reduce the risk of re-factoring errors and 
increase quality. Ą Those components that were formally verified did offer an 
increased quality. However these components were combined with other 
components. Since these were not formally verified, it could still happen that the 
product did not work as expected because of incorrect component interface 
assumptions. 

 Releasing new versions of the software on a regular basis in combination with 
automated test will allow testing the product in a continuous way to guarantee 
product quality and to verify the new and re-factored functionality. Ą This resulted 
in a lot of useful feedback on the status of the software and the required changes 
allowing prioritizing the developments. 
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7.3.3 Final Recommendations 

7.3.3.1 Development environment 

A controlled development environment that gives feedback on the status of the 
product is of course useful for any software development. However in case of 
refactoring where the developers are unfamiliar with the code and with limited 
documentation it is essential. 

7.3.3.2 Development techniques 

Test driven development for refactoring puts an automatic focus on the interfaces of a 
component. This is good but requires a new / different development attitude that takes 
time to adopt. In some occasions this time might not be available. 

7.3.3.3 Development tools 

Formal tools for translating requirements of a software (sub) system into a state-model 
that can be formally verified are very useful for refactoring but put some important 
conditions on the development process before the really become efficient. Specifically: 

 More time is spent on interface definitions 

o Definitions must be very clear, verified and preferably validated 

o Definitions only contain what is really needed 

 Assumptions become explicit 

o Tool stimulates a more formal way of defining the system 

o Derived requirements can be defined 

 More validation during the design process 

o Easy to rerun the tool once more after a change 

 Testing focuses on incomplete requirements (design errors) and less on 
programming errors 

 Testing of components around component under re-design and the component 
itself is easier 

o Much more clear what needs to be tested 

o Separation of specific responsibilities between components is stimulated 

 Development effort remains the same but quality improves, is the experience (but 
this is hard to prove with hard numbers). 

 Interface definitions become even more important 

o The I-Mathic tool loses its value if interfaces are wrong 

o More focus needed on validating system boundaries by using the tool 
(even before generating code with the tool) 
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8 Migrating MIP from Java to Microsoft.NET 

8.1 Problem Statement 

8.1.1 Domain 

Philips Healthcare is a sector within Philips that delivers a wide range of health care 
solutions to the market. Within Healthcare, the traditional core is formed by product 
groups making imaging systems. These hospital systems produce images of the 
inside of the human body by various technologies, such as X-Ray, MRI, CT and 
Ultrasound. 

MIP is a Medical Imaging Platform for all imaging systems within Philips Healthcare. It 
provides generic connectivity, printing, database, servicing and viewing functionality 
that can be used for all these systems. MIP delivers its platform to the product groups 
in a half-yearly heartbeat. 

This case study concerns refactoring this MIP platform from the Sunôs Java platform to 
Microsoft .NET. This entails translating code from the Java programming language to 
C#, replacing Java libraries by .NET libraries, and adapting internal interfaces where 
necessary. 

8.1.2 Current Situation 

A few years ago, the MIP code base was entirely written in Java, and interfaced with 
the client code from product groups through COM technology. (In order for the product 
groups to use the MIP platform via COM interfaces, MIP contained wrappers 
converting Java-style interfaces to COM.) 

The MIP software stack comprises of two layers, namely a Base layer and a Top layer, 
as illustrated in the following diagram using the UML lollipop notation. 

 

Java libs

Base

Top

Java-libs

Java-style 

interfaces

 

Figure 1. MIP software stack comprising of the two layers Base and Top. 

 
The Base layer contains generic facilities and utilities. The Top layer actually contains 
several segments for different functional areas, like connectivity, printing, servicing 
and so on. The Top layer is dependent on the Base layer, but not the other way 
around. The segments within the Top layer are not dependent on other segments, but 
only on the Base layer. In its turn the Base layer is dependent on the Java libraries. 

The usage of Java libraries and types appears everywhere in the software stack, 
including in the interfaces exposed by the Base layer. For example, the type JavaList1 
                                                
1  The actual name of the type is different, but we use the name JavaList here for clarity 
and brevity. 
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from the Java libraries occurs in many interfaces the Base layer provides. We 
summarize this by saying that the Base layer offers a Java-style set of interfaces. 
Obviously, the Top layer uses these interfaces. 

At that point it was decided to migrate to Microsoft .NET technology, both for 
implementation of the MIP code base and the interface with the product groups, 
replacing COM. There were two important reasons for this decision: 

1. As a consequence of the battle between Microsoft and Sun, Microsoft stopped 
supporting the Microsoft Java Virtual Machine, which was essential for MIPôs 
Java code to offer COM interfaces to the product groups. 

2. In order to improve code reuse and UI harmonization, MIP had to be extended 
with a GUI framework. It was preferred to build this GUI framework on top of 
.NET rather than Java, because it would be easier for the product groupôs C++ 
code to use a .NET based GUI framework. 

The choice for .NET still left several choices for the programming language, like Visual 
Basic, J#, C++ and C#. Microsoft clearly positioned C# as its preferred language, with 
best IDE support and most new language features on the horizon. That is one reason 
why we also chose to adopt C# as the new implementation language for the MIP 
platform.  

So now the problem is how to migrate MIP from Java to the .NET technology and C#. 
Microsoftôs good news is that the .NET framework offers a certain form of compatibility 
with Java. To be precise, .NET includes a variant of the Java language, called J#, and 
.NET offers J# libraries which mimic the Java libraries. So existing Java code can run 
without too much effort on the .NET framework, basically by taking the Java code and 
compile as J#. 

The bad news, however, is that these J# libraries are not an integral part of the .NET 
framework. Instead, they offer functionality duplicate to what is in the .NET libraries 
proper. For example, .NETôs J# libraries have a JavaList class and .NETôs 
recommended libraries have a DotNetList class. The two list classes are conceptually 
the same but have a slightly different interface. In the code, these types are not 
interchangeable (but could be converted to each other at some performance cost). 

Given this, we considered whether we could keep on using the J# libraries for existing 
code, next to using the recommended libraries for new functionality. But as indicated 
above, the J# types (like JavaList) do appear in the interfaces exposed by the old 
code, making it difficult for new code to use them. So we decided to set as goal to fully 
get rid of the J# libraries and our Java-style interfaces. Similarly it is an option to retain 
existing code in J# rather than converting it to C#. But having two languages in one 
platform was considered too expensive too maintain, e.g. considering the cost of 
education for software engineers. Furthermore, it would complicate leveraging the 
(future) features of C#, since C# and J# cannot be freely mixed. So we chose to 
convert all the code to C#.  

Summarizing, the migration of MIP from Java to .NET entails 

 translating all Java code to C#, 

 replacing all usage of the Java libraries by usage of the proper .NET libraries,  

 replacing all our Java-style interfaces to new .NET style interfaces (improving them 
where possible) 

From this point it was clear this migration would be a large scale refactoring effort, 
covering about 1 million lines of code, several years of lead-time, and many man-
years of effort. 
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8.1.3 Goals  

The goal of this case study is to do the refactoring of the Medical Imaging Platform 
from Java to .NET with least disturbance to the normal development of this platform. In 
particular: 

1. Normal development of new functionality should continue while refactoring, 

2. The normal release heartbeat with its major releases should continue while 
refactoring, so all existing functionality should remain working  

3. Refactoring effort (cost) should be kept down. 

4. Impact on overall efficiency of normal development should be minimized 

8.2 Solution 

8.2.1 Alternative approach 

The most obvious, brute force, approach is the following: 

1. Either stop all normal development (new functionality, bug fixing) on MIP, or let 
this development proceed on another software archive. 

2. Refactor all MIP code from Java to C# and proper .NET libraries. This would 
take a considerable amount of time (a year or so), in which the MIP code would 
not even compile. 

3. Make MIP compilable again. 

4. Test the new MIP software stack, and solve the problems (which have 
inevitably been introduced by refactoring). 

5. If normal development was not stopped in step 1, this developed code needs 
to be merged with the migrated software stack. Typically, the changes done in 
normal development also need to be refactored. 

This is a óbig bangô approach. 

The drawbacks of this big bang approach are: 

 A long period of time with a software stack that is not even compilable, let alone 
runnable.  

 Harder problem solving. The testing in step 4 may reveal problems which have 
been introduced a long time ago (say at the start of the refactoring), which makes 
these problems harder to solve. 

 All-or-nothing. If some product requires some part of the new technology in some 
part of the software stack, this product can only be made when the whole 
refactoring has been completed. 

 ñRunning behind the factsò: in case normal development proceeds, it will be done 
on basis of the old technology. This is grueling, since it is already known that it 
needs to be refactored to the new technology. So the total effort increases 
because the normal development cannot be done right away with the new 
technology. 

All in all, it is clear that the big bang approach does not satisfy the goals at all. 
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8.2.2 Approach and expected benefits 

Instead of following a big bang approach, we did a gradual migration from Java to 
.NET. At intermediate points, major releases could be done, even though some parts 
of the code were óin migrationô, still using J#, J# libraries or Java-style interfaces. 

The following diagram shows this gradual migration, with five different points in time, 
and four refactoring steps. Each of the stacks has the Java and/or .NET technology, 
the Base and the Top layer, with the style of interfaces they support.  

 

Java

Base

Top

Java-libs

Java-style

.Net

Base

Top

Java-libs

Java-style

.NET-libs

.Net

Base

Top

Java-libs

Java-style

.NET-libs

.NET-style

.Net

Base

Top

Java-libs

Java-style

.NET-

libs

.NET-style

.Net

Base

Top

Java-libs .NET-libs

.NET-style

Stack 1 Stack 3 Stack 4 Stack 5Stack 2

Figure 2. Four refactoring steps of the gradual migration. 

 
Explanation of the stacks: 

Stack 1. This is the starting point. For example, Base components work with JavaLists. 

Stack 2. The Java platform has been replaced by the .NET platform, using the .NET 
J# libraries and the J# language (only). So the code still uses JavaLists. In theory, this 
should not be any effort. 

Stack 3. Let the Base layer use the proper .NET interfaces and provide .NET-style 
interfaces next to the Java-style interfaces. So at the end of this step, all Base 
component provide two styles of interfaces; both the Java-style and the .NET style. 
Often, wrappers play a role in effectively realizing this. But still, the step to realize this 
stack involves considerable effort. 

Stack 4. The Top layer uses only the .NET style interfaces. So the top layer has been 
refactored to use the .NET style libraries.  In practice, the Top layer consisted of 
several segments, which each could be refactored independently. So it also costs 
considerable effort to realize this, but this can span several releases. 

Stack 5. The Base layer does not offer the .NET style interface anymore, and removes 
the dependency on the Java libraries; the transition to the new technology is complete. 
The step to get here may cost considerable effort, but can also span several releases. 

The expected benefit is that we can achieve the goals mentioned in the previous 
section. In particular, this solution has the following advantages over the brute force 
solution: 

 The software stack stays compilable all the time. 

 The software stack remains functional all the time. This makes it possible to 
release products at any point in time during the refactoring process (although there 
may be performance considerations). Furthermore, it leads to easier problem 
solving. The average time between changing code and executing the changed 
code in a test (and potentially revealing a problem) is much smaller here, than with 
the big bang approach. 
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 Earlier leveraging of new technology. From stack 3 onwards, components in the 
top layer can use the new technology. 

 Right-in-one-time. Normal development can write its code using the new 
technology quite soon; Base development from stack 2 onwards, and Top 
development from stack 3 onwards, without having to be refactored afterwards. 

There is also a disadvantage: 

 Extra effort for components to support two types of interfaces, e.g. effort for 
creating wrappers to translate JavaLists to DotNetLists (which are thrown away 
after the migration completes). 

8.2.3 Major Results and Success Indicators 

The overall goal has been achieved: 

 MIP is now 100% C# and does not use the J# libraries anymore (nor the Java-
style interfaces). 

The success indicators mentioned above show the following: 

1. 4 major releases were done while this refactoring was on-going (the first one 
roughly corresponded to stack 3, and the other three corresponded to mixtures 
between stack 3 and 4)  

2. One heartbeat (out of five) was skipped because of the initial step of switching 
to the .NET platform took one year, even while using the .NET Java-
compatibility libraries. The effort to come to stacks 2 and 3 was 
underestimated. 

3. The refactoring took 20 man-years of effort (in 2½ years throughput time). A 
rough estimate of the refactoring rate is about 30 lines of code per hour.  

4. Functional development during refactoring continued with little disturbance. 

Some other observations: 

 It was harder to understand code during refactoring, because of temporary code 
duplication and wrappers between Java and C#. 

 There were no major problems introduced while refactoring (but many small ones). 
This can be explained by the fact that only implementation problems are 
introduced, an (almost) no design problems, which are much harder to solve. 

 Above we stated that the initial step of switching to .NET was underestimated. One 
of the reasons is that the transformation from Java to J# was not as smooth as 
expected. Microsoft promises full compatibility, but the practice is not so. 

8.3 Conclusion 

8.3.1 Summary 

 
The large MIP software stack has been successfully migrated from Java to .NET in a 
gradual manner, using .NETôs support for Java during intermediate steps. Most goals 
have been fully met. The only deviation was the late release of MIP after the first 
migration step, because the effort to realize this was underestimated. 

So the approach delivered what we expected. There were no deviations from the 
approach worth mentioning.  
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8.3.2 Lessons Learned 

We learned the following lessons: 

 Actually, the approach described above is something we learned during the 
progress of the case study; during the migration the approach was somewhat 
implicit and subconscious. Only later, explaining the migration to a wider audience 
in the Serious workshops, the approach became more explicit (and more clear to 
us too!). 

 This approach above works well. 

 The initial steps of adopting a new technology often take more than one expects. 

8.3.3 Final Recommendations 

For a large scale software migration, try to follow this approach. This approach has 
been described as a refactoring pattern called ñGradual Migration of a Software Stackò 
[6]. 
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9 Migrating to a Graphical User Interface 

9.1 Problem Statement 

9.1.1 Domain 

This case study covers the area of MRI service applications. The service applications 
suite is used throughout the whole lifetime of the system, covering the production, 
installation, preventive- and corrective- maintenance phases. The System Test and 
Tuning procedures (STT), part of service applications suite, is the specific subject in 
this case study. The technical domain is in the area of re-factoring the business logic 
such that modern state-of-the-art user interfaces techniques can be applied at any 
time in the future Ą fit4future. 

9.1.2 Current Situation 

The STT application is used by a large variety of users. Some users do have basic 
system knowledge, others are expert users. Most users are Philips employees, others 
are 3rd party service organizations. Most of the Field Service Engineers (FSE) 
maintain MRI products only, others do service other products (X-RAY, CT, NM) as 
well. 

Another aspect that needs to be addressed by the STT application is the variety in the 
various types of hardware components. This variety exists due to 2 reasons: 

 The features of a system (e.g. low-end versus high-end). 

 Possible upgrade paths of a system, still containing the óinitialô delivered hardware 
components, but running a more recent software release.  

The impact on the user interface of the STT application should be kept to a minimum 
wherever feasible and realistic. 

The STT application is built on top of windows technology, mainly MFC for the MRI VT 
emulator. The business logic of the STT application is written in C and C++. The 
majority of the STT application is build using a legacy library to build console based 
applications adhering to the de-facto VT-220 terminal standard, 24 lines of 80 
characters. The effort spent to build this application throughout the years was huge, 
and re-factoring the STT code base is or can be a time consuming activity. The 
business logic is partly running on Microsoft XP and partly on VxWorks real time 
operating system. 

In the picture below you will find the main menu of the STT application. The inner box 
is the VT220 emulation, the buttons around it map to the function keys of a (virtual) 
VT220 keyboard. More buttons are shown depending on the context of the STT 
application. 
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Figure 3 MRI VT emulator 

The legacy MRI VT-emulator provides the service engineer a graphical user interface 
with buttons and VT220 based graphs. Many very MRI specific and very advanced 
features are built in into this MRI VT-emulator. E.g. clicking on a number in a menu 
tree even submits the number and double clicking on a number automatically selects 
the number, just like a órealô graphical user interface does. 

Apart from the good things also the limited aspects of the VT based user interface 
were felt: 

1. User interface and workflow is not harmonized across different product lines of 
Philips Healthcare. 

2. Displaying of graphical data, drawings and images, which could help the 
service engineer to do his job quicker and better, is not possible. 

3. Limited area for text and help information. 

4. Remotely executing of the STT text based user interface is complicated in the 
Philips Remote Service Network due to the fact that the application is not fully 
compatible with the telnet protocol. 

From design point of view two other concerns came up: 
1. No clear separation between business logic and user interface design. 

2. Different (more than one) concepts on how to build a System Test and Tuning 
procedure did exist in the software code base. 

Below you will find a drawing (Figure 4) containing the main components of the STT 
application. 
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Figure 4 Deployment View STT application 

9.1.3 Goals and Expected benefits 

The goal is to replace the text based user interface of the STT application by a 
graphical user interface. This should enable the field service engineer to execute STT 
procedures with better guidance (more text, more graphical data) of how to perform 
the procedures. 

Within Philips Healthcare an integrated field service framework was developed late 
90ôs. It is adopted by the Philips global service organization as the standard 
framework to build service applications for Philips medical devices. This framework 
defines a common user interface technology including the basic concepts of workflow.  

The ultimate goal is to have a fully integrated STT application in the field service 
framework. For that a clear separation of business logic and user interface is required. 
The separation of business logic and user interface logic also enables two 
independent teams to work on their own project requirements.
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9.2 Solution 

9.2.1 Approach 

The goal of replacing the character based user interface by a graphical user interface 
was achieved by the following approach: 

 Follow an evolutionary development approach by which each project only 
addresses limited functionality in order to spread the number of required resources 
and reduce project risk. 

 Having two development teams, one focusing on business logic and simple text 
based user interface and the other on the advanced graphical user interface. The 
team focusing on the business logic resides in Best, The Netherlands. The team 
focusing on the advanced graphical user interface resides in Bangalore, India. 

 Follow a dedicated design pattern which that enables a strict separation of user 
interface and business logic. 

9.2.1.1 Evolutionary Development 

The effort required to re-factor the STT business logic was considered to be very high, 
while initially no additional features were added. This was the background for 
choosing an evolutionary approach by which for every product release (about once 
per year) only a small part was selected to be re-factored. Selection was discussed 
with the stake holders and project managers and was always a compromise between 
required functionality and available resources. A typical time bound project execution. 
The following projects were defined: 

1. The first project designed the mrtest design pattern. The main focus was on 
designing the business logic for a new subsystem with a VT220 user interface. 
From a user interface point of view the advantage for the end users was 
minimal. This project ran in 2000-2001 and was executed by the Dutch 
development team. 

2. The second project used the mrtest design pattern for another new subsystem 
using the Field Service Framework for the graphical user interface. The project 
ran in 2001-2003, mainly in India. 

3. The theme in the third project was generalization. The mrtest design patterns 
were further developed and the VT220 and Field Service Framework 
application were generalized in such a manner that they could handle (almost) 
all future test. The project ran in 2003-2005 executed by both engineering 
teams. 

4. The fourth project focused on all the remaining business logic ported to the 
mrtest model except for the very specialized test procedures. In the latter case 
a óshort cutô was taken to start the VT220 based user interface directly from the 
graphical user interface. So from the end user perspective the field service 
framework user interface was the entry point to the STT suite. The project ran 
in 2005-2007, mainly executed in India while the Dutch engineering was really 
adding more business logic without any concern about the user interface 
technology to be used. From this project onwards both teams could work in 
depended of each other to great extend. 

5. In the fifth project the Field Service Framework application was ported from a 
web base technology to a .NET (.Net Remoting and WinForms) technology. 
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This new generation of Field Service Framework provided additional features 
to re-factor also the very specialized STT test procedures. The project will run 
in 2007-2008, mainly in India. 

6. The sixth project should remove the last VT220 based STT test procedure. 
This is the moment that the VT220 legacy code can be removed from the code 
archive. The project is planned to run in 2008-2009. The project needs to run in 
close cooperation between the India and the Dutch engineering teams 
because the remaining test cases are very specific and requires special 
attention, especially from a requirements point of view. The separation of 
business logic and user interface is crucial for this part of the application. New 
features of the FSF.NET generation of the Field Service Framework application 
need to be incorporated in this product. Once that has been implemented and 
the requirements have been defined the teams can start working on it in their 
own pace to great extend. 

9.2.1.2 Team organisation 

The mrtest design pattern is enables to organize teams according to the specific 
areas. Two teams were assigned to further develop the STT application. The business 
logic is developed in the Netherlands. From the past decades much domain 
knowledge was available in the STT applications area which was a good starting point 
to do re-factoring and further deploying of the business logic. The graphical user 
interface application (Field Service Framework) was already developed in India. Also 
for this reason it was an explicit decision to build the graphical user interface for the 
STT application in India. The following figures give an impression about the team size 
although throughout the years the team sizes did vary:  

The Netherlands: 

 1 project manager. 

 3 designers. 

 8 developers. 

India: 

 1 project manager. 

 1 designer 

 4 developers 

One designer from the Netherlands crew is assigned to organize and maintain the 
communication between the teams. Specific task of this designer is: 

 Project start-up and definition, discussion on what is required and feasible given 
time bound projects and resources available. The high-level requirements and 
overall design decisions are taken during this phase. Especially during this phase 
face to face meetings were held to get a better and clearer understanding of 
issues. 

 Knowledge transfer and training of the Bangalore engineering team on 
requirements and design level. 

 Knowledge transfer and training of the Best engineering team especially on the 
óhow to deploy and useô the new graphical user interfaces. 

 Have documentation and code review sessions. 
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 Organize and perform acceptance testing from Bangalore deliveries. 

 Keep in close contacts by having regular meetings (teleconferences) with both 
teams to prevent miscommunication and frustration as early as possible. 

Face to face meetings were organized to improve the communication between the 
teams, for about once or twice per year depending on the need of the project. 

9.2.1.3 MRtest design pattern 

The execution of a system test is modeled as a flow. The drawing below does show 
the basic elements, called nodes. 

 

 

Figure 5 Basic STT flow 

For every test a specific flow of basic elements is designed in order to implement the 
requirements. 

 

 

Figure 6 Enable of a complex STT flow 

In the drawing you will find a conceptual class diagram of the mrtest design pattern. 
The pattern is to have two base classes: one to contain the business logic of a test 
(mrtest), the other to send data to the user interface mrprogress. The application has 
to construct an mrprogress class which has a generic interface but a specialized 
implementation for every type of user interface technology. 

Another aspect of the mrtest design pattern is that only classes that have an 
implementation that fits to the system configuration can be created by the mrtest class 
factory (factory design pattern). By doing so the hard- or software configuration 
dependencies are handled. Classes that have a valid construction can run on the 
system. This information is used by application to build a list of ócapabilitiesô of the 
system. 
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Figure 7 Simplified class diagram mrtest design pattern 

The initialize() is called once at the start of a flow, the exit() is called once at the end of 
the flow. GetParameters() is called to retrieve a set of parameters that must be shown 
on the user interfaces during the Parameter Editor node. Depending on the state of 
the test, the set of parameters can vary. ExecuteStep(StepNumber) is called with the 
execute node. During the execution of the ExecuteStep() dynamic user interface 
updates are sent to the user interface, basically attribute/value pairs. 

 The user interface application is responsible for executing the defined flow and 
displaying the instruction, parameter editor, execution phase and the test results. Flow 
definition files are defined to describe the flow for all types of user interface 
technologies. Special measures have been taken to provide only text for a VT220 user 
interface and more advantage text including pictures for the graphical user interface 
technology. 

9.2.2 Major Results 

Project A up to D are finished and its products are commercially available. A huge part 
(> 90%) of the STT functionality is available through the field service application. In the 
remaining cases the MRI VT emulator is started by the framework instead of a native 
field service framework implementation. This approach is only applicable for 
applications running on the MRI console. A large part of the STT business logic has 
been re-factored to the mrtest design pattern. 

An example of the new user interface is depicted in Figure 8 Instruction node, Figure 9 
Parameter editor and Figure 10 Test results node. A test procedure has been defined 
to adjust the volume of the speaker system. Below you will find some screen shots. 
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Figure 8 Instruction node 

 

 

Figure 9 Parameter editor node 
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Figure 10 Test results node 

As a very good side effect of the effort spent, a STT batch controller has been 
developed. The STT batch controller can execute any STT test procedure from a 
scripting environment (COM technology). This has been achieved by re-using the 
concepts and implementations of the re-factored code. 

The project E, moving to a new user interface technology (FSF.NET) is in progress 
and will bring a more harmonized user interface with other Philips Healthcare product 
lines. Also important is an even more intuitive and easier to use user interface. The 
business logic can be used as is of today which proves that the business logic and 
user interface technology are fully decoupled. 

9.2.3 Success Indicators 

The goals have been completed: 

 Applied new user interface technology (> 90% of STT test procedures). 

 Independent development of business logic and user interface application. 

The success factors have been: 

 Clear design approach 

 A well established communication structure between the two engineering teams, 
both formal and informal. 

9.3 Conclusion 

9.3.1 Summary 

The goal of the project has been achieved partly because some implementation is still 
in progress. But still the observations so far do point in a good direction. Especially the 
possibility to show graphical elements, like images and drawings during the instruction 
nodes in the flow is appreciated very much by the end users. 

Developers of the STTôs business logic can do their job without bothering on the user 
interface technology. This enables fast development and easy extension of the STT 
business logic. 
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9.3.2 Lessons Learned 

From the design point of view we have learned that the mrtest design pattern was 
easy to understand and has proven to be very useful to decouple the business logic 
from the user interface technology. 

Looking back several projects and the equal number of commercial products did exist. 
End users (factory and service engineers) have seen variations in the products. This 
consequence is not appreciated always and reported as annoying by some end users. 
Especially for service engineers who have to maintain several product lines in 
concurrent for the coming 5 years. It could be compared to situation where you have 
to cope with Windows 3.1, Windows 95, including Vista day by day. 

Project wise the decision for executing time bound projects worked very well, was 
good to manage, and had very explicit milestones defined which ended up in good 
quality and well performing functionality. 

9.3.3 Final Recommendations 

The recommendation for future projects is still to work with time bound projects and 
clear designs. An important aspect is to select a part that is realistic to implement 
given the resources and lead time of the project. It is also crucial to have a software 
designer/architect who is the linking pin between the teams. 
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10 Refactoring from HW to distributed SW platform 

10.1 Introduction 

The main topic of the ITEA SERIOUS project is software evolution and refactoring. 
The SERIOUS project is organized in such a way that software engineering methods 
and tools for refactoring are developed at research centers and universities, and that 
experiences (practical cases) are brought in by the industrial partners, when possible 
using these newly developed methods. This deliverable describes such a large-scale 
industrial case study. 

One of the case studies carried out at Philips Healthcare concerns the imaging 
subsystem of X-ray devices.2 Our product portfolio of X-ray scanners can be 
considered as a product family. The imaging platform of today, which serves multiple 
members of the family, in particular for cardio-vascular systems, are equipped with 
ASICs3, optimized for speed and performance and dedicated to the so-called classical 
image enhancement algorithms (temporal noise reduction, image subtraction and 
adaptive edging).  

Recently, that more and more advanced image processing (IP) algorithms, e.g. 
capable of extreme powerful noise reduction, enter the arena. The (somewhat 
outdated) ASIC-architecture is not able to incorporate these new algorithms, which 
have a high value from a marketing point of view. Moreover the architecture is too 
costly, compared for instance with todayôs multi-core PC-technology. 

For obvious reasons we want to migrate to a more future-proof, i.e. more open, 
scalable, and flexible architecture. Therefore, it was decided 2 years ago, after a 
thorough feasibility study [7], to replace todayôs hardware-based imaging platform by a 
software-based solution. The BRICS4 case study, basically a major platform migration 
effort, should realize this new software-based platform for image processing.  

10.2 Problem Statement 

10.2.1 Domain 

In this section the domain will be described in terms of the major external trends and 
one internal business re-engineering aspect that is taking place right now. 

10.2.1.1 External trend 1: Medical procedures become less invasive. 

The on-board imaging of cardio-vascular X-ray is mainly characterized by hard real-
time requirements (see 3.2 for more precise members). These requirements mainly 
come from interventional usage of the X-ray scanners, which is quite different from just 
taking pictures of the human body to do a diagnosis. A typical example of 
interventional usage is catheterization, a medical procedure in which vessels such as 
coronaries that are usually severely occluded with plaque are opened up again with a 
                                                
2  Other case studies of Philips done in the context of the SERIOUS project can be 
found in [8]. 
3 An ASIC is an application-specific IC. A special mask has to be made for an ASIC. It 
does not have the flexibility of a CPU-like IC. 
4  BRICS: Building a Real-time Imaging Component Suite. 
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stent5. During this procedure clinical users navigate with guide wires in the human 
body with the aid of X-ray images displayed on a several monitors. Placing and 
opening up the stent is also evaluated with live X-ray images. In short, doctors rely in 
this kind of applications completely on medical images to do their job. 

10.2.1.2 External trend 2: Lower the X-ray dose. 

Needless to say that dose is harmful to both patients and staff. There has always been 
a clear-cut trade-off between image quality (IQ) and dose. By lowering the dose, IQ is 
sacrificed, mainly because noise is added. With classic óPhotoshop-likeô IP, the noise 
level can be reduced, but this goes at the expense of two other important IQ drivers: 
sharpness and contrast.  

However with the more advanced (and computationally intensive) IP that becomes 
available, noise can be reduced significantly, while almost not effecting sharpness and 
contrast. In other words, with state-of-the-art IP it is not dose versus IQ anymore, but 
low dose and IQ (to a certain extent of course). 

10.2.1.3 External trend 3: More pixels (of course). 

Ever more and more pixels (flexible image formats) are required to enhance quality 
and easy-of-use for clinical users even further, just as in photography. 

10.2.1.4 Business re-engineering: A common reference architecture. 

The business re-engineering program covers many functional areas, marketing and 
sales, customer service, logistics, etc. The most important item for the development 
department is the ñmandateò that all X-ray products should adhere to a common 
reference architecture (see e.g. [9] [10]). The IP subsystem is one major building block 
within this common reference architecture 

10.2.2 Current Situation 

The current imaging subsystem supports multiple video streams (typically 2), each up 
to 30 frames per second (fps) in a 1K2 pixel format, with a pipeline latency of less than 
150 ms (needed for eye-hand coordination when inserting catheters). The architecture 
is based on ASICs. 

The major problem is that this (somewhat outdated) ASIC-architecture is not able to 
incorporate the new IP algorithms, which have a high value from a marketing point of 
view. A new platform is needed which enable a fast introduction of the latest IP 
functionality. Further, there is a strong drive towards cost reduction, so an important 
constraint is that this new platform should be based on standard hardware 
components, such as for instance multi-core PCs. 

10.2.3 Goals and Expected benefits 

The challenge of the BRICS case study is to realize a new IP subsystem as a platform 
(it should serve multiple X-ray products) that is more open, scalable, and flexible, with 
advanced state-of-the-art IP algorithms on board, fulfilling these tough performance 
requirements. 

The goal is to build a software-only component suite, consisting of a framework, tools 
and utilities and an ever growing collection of IP modules that can be plugged-in.  

                                                
5  Officially this procedure is called PTCA: Percutaneous transluminal coronary 
angioplasty; a procedure with a balloon-tipped catheter to enlarge a narrowing in a coronary 
artery.   
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1. The framework provides the ñmiddlewareò for implementing 2D image 
processing algorithms on PCs. When IP tasks have to be done in parallel (to 
achieve the required throughput with a low-latency) the framework takes care 
of dividing images into strips which are then processed in parallel on a 
potentially distributed PC system. 

2. Each IP module implements (a part of) an image processing algorithm. Within 
the aforementioned framework, these IP modules are stringed together to form 
a so-called graph. 

3. The set of tools is used to aid in developing and testing the BRICS component 
suite, and of applications building on top of it. Utilities provide common 
functionality like logging. 

The most important benefits of the software-based IP platform are: 

1. Almost by definition having a platform implies ease of re-using components, in 
our case IP modules. 

2. Because the platform is open, it significantly shortens the time to transfer a 
new algorithm, moulded into an IP module, from research to the product. 

3. IP modules can be made suitable for any size (in principle), whereas the old 
ASIC architecture could only process 5122, 10242 and 20482 images. 

4. Scalability. When more performance is required (algorithm uses more CPU 
cycles) it can be achieved by plugging-in more hardware (to a certain extent of 
course). 

5. There is a clear separation of algorithm design (i.e. creating an IP module) and 
algorithm usage in an application (assembling the graph, in which the IP 
modules are run). This is done via the framework layer, which also takes care 
of all parameter handling.  

6. The end-user does not directly benefit. The first releases contain no new 
functionality, in terms of new IP algorithms. However, once the refactoring or 
re-architecting effort has been done new IP features can be implemented more 
quickly.  

10.3 Solution 

10.3.1 Approach 

The BRICS case study started in January 2006. Gradually the project scaled-up. Now 
it is grown to a medium-sized software project with about 15 FTEs. The code-base is 
approximately 300 KLOC (kilo lines of code). BRICS is currently working on its fifth 
increment. 

Besides the known professional tooling in modern large-scale software projects 
(ClearCase for configuration management coupled to ClearQuest for PR handling, 
TICS for code checking, etc) we added to following very specific process ingredients 
to the BRICS project. 

10.3.1.1 Incremental development with a half-year heartbeat.  

The following diagram depicts the way how maintenance of previous releases and 
development of new releases will be done in BRICS. There will be two BRICS 
releases per year. As you can see in the diagram releases and life-cycle management 
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are purely time-driven. This means that the content will be chosen in such a way that it 
matches the release schedule.  

Release N-1

Release N

Release N+1

Prototyping

MaintenanceDevelopment

MaintenanceDevelopment

Prototyping Development

2006 2007

Prototyping

 

Figure 11. Way of working in BRICS 

The support for releases prior to the last released product will be kept to a minimum; 
customers will be asked to follow the component suite of the latest release.  

There is a need for activities that go beyond development of the next release, where 
investigations, prototyping etc are needed to find out what the exact specifications of 
the next release must be, especially for high-risk items. This will be an important 
activity in BRICS too. 

Note that during a project increment (yellow box) all three activities prototyping, 
development, and maintenance take place. 

10.3.1.2 Refactoring algorithms with reference models 

In contrast with the software code of the IP modules these reference models do not 
focus on performance; they just capture the intention of the IP algorithm. As a 
consequence the code is much more readable compared with the real-time IP 
modules (as an example, see Figure 12). Hence they can be seen as a way to transfer 
knowledge about IP. MATLAB was chosen as the de-facto tool for implementing these 
reference models since it is a well-accepted environment for modeling, visualizing and 
documenting, in all kind of mathematical-oriented engineering disciplines. In our case, 
MATLAB allows us to record the tiniest details of an IP algorithm in a precise, concise, 
and intuitive way.   

In the BRICS project reference models are now accepted as executable 
specifications6 (you can input an image and a processed output image will be 
generated) and are heavily used for verifying the IQ of the real-time implementations 
of IP modules. 

                                                
6  This can not be done with paper specifications! A reference model in MATLAB is also 
far more precise than a documented IP algorithm. 
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Moreover, the reference models provide also a means to experiment with various 
aspects of the algorithm, without being hampered by poor readability of the highly 
optimized source code of the real-time implementation. They can also be used for 
upfront tuning of IP parameters by our customers. 

Both reference models and the optimized code are kept in sync by regular 
configuration model tools and a sound SCM process (i.e. in the same way as you 
keep code and documentation in sync). 

Actual implementation

/* Process a Line on a Vector Basis ------------------------------------*/

/* (NbIter = PixelCount/NbPixelInVector = PixelCount/8) ---------*/

/*----------------------------------------------------------------------------------*/

for (Col=8; Col<(PixelCount-8); Col+=8)

{

Vss1     = _mm_load_si128((__m128i *) &AddInR[Col]);     // Vss1 = In(i, j+8)                  (Vss:1)

VEC_MULTIPLY_ROUND(Vss1, VssKer0, VssGVerR, Vss2, Vss3)  // VssGVerR = Ker0*In(i,j+8)

Vss1     = _mm_load_si128((__m128i *) &AddInRU1[Col]);   // Vss1 = In(i-1, j+8)                (Vss:1)

Vss2     = _mm_load_si128((__m128i *) &AddInRD1[Col]);   // Vss2 = In(i+1, j+8)                (Vss:1,2)

Vss1     = _mm_adds_epi16(Vss1, Vss2);                          // Vss1 = In1=In(i-1, j+8)+In(i+1,j+8)(Vss:1)

VEC_MULTIPLY_ROUND(Vss1, VssKer1, Vss1, Vss2, Vss3)    // Vss1 = Ker1*In1

VssGVerR = _mm_adds_epi16(VssGVerR, Vss1);               // VssGVerR += Ker1*In1

Vss1     = _mm_load_si128((__m128i *) &AddInRU2[Col]);   // Vss1 = In(i-2, j+8)                (Vss:1)

Vss2     = _mm_load_si128((__m128i *) &AddInRD2[Col]);   // Vss2 = In(i+2, j+8)                (Vss:1,2)

Vss1     = _mm_adds_epi16(Vss1, Vss2);                          // Vss1 = In2=In(i-2, j+8)+In(i+2,j+8)(Vss:1)

VEC_MULTIPLY_ROUND(Vss1, VssKer2, Vss1, Vss2, Vss3)   // Vss1 = Ker2*In2

VssGVerR = _mm_adds_epi16(VssGVerR, Vss1);               // VssGVerR += Ker2*In2  

Vss1     = _mm_load_si128((__m128i *) &AddInRU3[Col]);   // Vss1 = In(i-3, j+8)                (Vss:1)

Vss2     = _mm_load_si128((__m128i *) &AddInRD3[Col]);   // Vss2 = In(i+3, j+8)                (Vss:1,2)

Vss1     = _mm_adds_epi16(Vss1, Vss2);                          // Vss1 = In3=In(i-3, j+8)+In(i+3,j+8)(Vss:1)

VEC_MULTIPLY_ROUND(Vss1, VssKer3, Vss1, Vss2, Vss3)    // Vss1 = Ker3*In3

VssGVerR = _mm_adds_epi16(VssGVerR, Vss1);               // VssGVerR += Ker3*In3

VEC_MULTIPLY_ROUND(VssGVer, VssKer0, VssGHor, Vss2, Vss3)// VssGHor = Ker0*GV(i,j)

COMBINE_VEC_1(VssGVer, VssGVerR, VssGVer, VssGVerL, Vss1, Vss2, ssTmpa, ssTmpb)

// Vss1 = GV(i+1,j), Vss2 = GV(i-1,j) (Vss:1,2)

Vss1     = _mm_adds_epi16(Vss1, Vss2);                          // Vss1 = GV1 = GV(i-1,j) + GV(i+1,j) (Vss:1)

VEC_MULTIPLY_ROUND(Vss1, VssKer1, Vss1, Vss2, Vss3)   // Vss1 = Ker1*GV1

VssGHor = _mm_adds_epi16(VssGHor, Vss1);                // VssGHor += Ker1*GV1 

COMBINE_VEC_2(VssGVer, VssGVerR, VssGVer, VssGVerL, Vss1, Vss2, Vss3, Vss4)

// Vss1 = GV(i+2,j), Vss2 = GV(i-2,j) (Vss:1,2)

Vss1     = _mm_adds_epi16(Vss1, Vss2);                          // Vss1 = GV2 = GV(i-2,j) + GV(i+2,j) (Vss:1)

VEC_MULTIPLY_ROUND(Vss1, VssKer2, Vss1, Vss2, Vss3)   // Vss1 = Ker2*GV2

VssGHor = _mm_adds_epi16(VssGHor, Vss1);                // VssGHor += Ker2*GV2 

COMBINE_VEC_3(VssGVer, VssGVerR, VssGVer, VssGVerL, Vss1, Vss2, Vss3, Vss4)

// Vss1 = GV(i+3,j), Vss2 = GV(i-3,j) (Vss:1,2)

Vss1     = _mm_adds_epi16(Vss1, Vss2);                          // Vss1 = GV3 = GV(i-3,j) + GV(i+3,j) (Vss:1)

VEC_MULTIPLY_ROUND(Vss1, VssKer3, Vss1, Vss2, Vss3)   // Vss1 = Ker3*GV3

VssGHor = _mm_adds_epi16(VssGHor, Vss1);                 // VssGHor += Ker3*GV3 

_mm_store_si128((__m128i *) &AddOut[Col], VssGHor);      // VssGHor -> *AddOut

VssGVerL = VssGVer;

VssGVer = VssGVerR;

}

 

Figure 12. Code snippet. Left: IP module. Right: Same code in the reference model. 

10.3.1.3 Testing with reference configurations (close to typical application use). 

In BRICS a number of components are developed which can be used in multiple 
systems with different requirements. These components (e.g. IP modules) are 
developed as much as possible as separate entities with their own life cycle and are 
tested separately as well. 

But, it is of course not enough to test the components only in complete isolation. There 
are interfaces between components and in a product the components are used in 
combination to build systems. Therefore, the set of components is tested with a 
number of reference configurations (graphs). These typical configurations are a 
prediction of what customer products will need as system functionality. 

To prevent the situation that the number of configurations gets too high and 
unmanageable, the components are released as a component suite. 

Reference model

%Define the convolution kernel

variance = max( 0.6, params.Sigma0 - 0.2*(level-1) );

x = -3:3;

Gauss1DKernel = exp( -(x.^2)/(2*variance) );

Gauss1DKernel = Gauss1DKernel / sum( Gauss1DKernel(:) );

% Apply a 7-by-7 normalized Gaussian kernel, note that it is separable!

Gn = conv2( Gauss1DKernel, Gauss1DKernel, Hn, 'sameó);
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Figure 13. BRICS component suite, testing in typical reference configurations. 

10.3.2 Results 

The major result is a completely refactored image processing platform, right from 
architecture level up to the actual code. The tough performance requirements for real-
time IP could be met by using highly optimized code (SSE-2 instructions on a multi-
core architecture). 

Letôs elaborate a bit on this. The new BRICS platform can be divided into 4 main parts 
(see also Figure 14): 

1. Framework shown in the centre of Figure 14 implements the important ñdivide 
and ruleò philosophy. It divides images into strips which are then processed in 
parallel on different nodes (cores) in a PC network, and takes care of all the 
administration that is needed to do this properly. In this way low-latency IP is 
realized. 

2. IP modules implement IP algorithms (can be both classic and advanced 
algorithms). They are conceived as stand-alone packages that can be plugged-
in. They can be chained into image processing graphs.  

3. Tools comprise the set of applications that are needed during development, 
testing or integration of the BRICS components. They are not deployed in an 
end-product (i.e. X-ray machine). 

4. Utilities provide common functionality like logging.  
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Figure 14. Composition of DRIVE, with the 3 types of use cases. 

The nice thing about the BRICS platform is that it acknowledges and addresses 3 use 
cases in a very explicit way. That is, they are mapped on it quite naturally on the 
architecture. Algorithm developers use (read: should adhere to) the common interface 
that should be provided by every IP module. The typical system integrator actor uses 
the BRICS component suite to build application-specific graphs, starting and stopping 
them, sending parameters etc., and also to integrate the IP modules into a complete 
X-ray system. The BRICS team, in particular testers, hook-in on the tools. 

This is all very nice, but the bottom-line question is always: What can we do with the 
system? How does it help the end-users, i.e. doctors to easy their work and improve 
the quality of diagnosis? 

In order to give you a flavor of what can be done with the BRICS component suite, 
without going into the details of the image processing, two cases with real-life medical 
images are presented below. 
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Figure 15. Image enhancement with the BRICS component suite. 

In the first case (see Figure 15) images of the coronary artery are shown, filled-up with 
contrast agent, and a guide-wire (bottom right).The left image is unprocessed, the 
right image is enhanced with the BRICS software. Note the improved contrast and 
sharpness. 

The second case (see Figure 16) demonstrates a composite image made by the 
BRICS software. It shows the lumen of the carotid artery as a white string on a dark-
grey background. On top of this lumen a guide-wire is superimposed. 

The lumen or roadmap image was created by tracing a set of images with the contrast 
bolus, subtracting the background in order to remove disturbing bone structures, and 
finally inverting this intermediate result. The last step consists of an overlay of life 
subtracted images only showing the guide-wire. 

The advantage of these composite images is that the lumen image has to be made 
only once (assuming that the patient doesnôt move), saving toxic contrast agent, which 
is harmful for the patient. This roadmap can now be used again and again by the 
clinical user for navigating his guide-wire. 


