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1 Executive Summary 

This works presents an evaluation of a number of methods, techniques, and tools to 
assure quality in a pro-active manner. Pro-active quality assurance is in contrast with 
the traditional approach of reactive quality assurance. The latter defers corrective 
actions until a problem exposes itself. In contrast, pro-active quality assurance 
attempts to prevent the effectuation of undesirable effects through pre-emptive 
actions.  

We present three case studies, demonstrating pro-active quality assurance throughout 
the software life cycle. 

 Architecture definition phase 
During architecture definition, the fundaments of the systems structure (i.e., its 
composition and interactions) are decided upon. These decisions have a 
considerable impact on essential software quality characteristics (e.g., 
maintainability). Accordingly, it is essential to be able to evaluate these 
characteristics as early as possible, to enable the architects to switch to more 
appropriate alternatives at the time this switch is still affordable. 

 Implementation phase 
The cost of resolving faults increases in order of magnitude across the 
software development lifecycle [Tassey, 2002]. Many of the common faults can 
be verified by analyzing the source code. This case study discusses the 
application of a methodology for verifying common failures, thereby preventing 
the manifestation of errors during operation. 

 Maintenance phase 
Migrations to other platforms are often hindered by dependencies on lower-
level libraries. Accordingly, reducing these dependencies – e.g., by wrapping 
these libraries using higher-level service interfaces – can considerably reduce 
the cost of such migrations. This case study demonstrates the feasibility of 
semi-automatically proposing such wrappers. 

 Continuous software quality vigilance 
Throughout the software life cycle, monitoring trends in the evolution of key 
quality indicators enables managers to take corrective actions early. This case 
study demonstrates the application of internal software quality monitoring at 
Alcatel-Lucent. 

The evaluations carried out during these case studies demonstrate improved process 
control, and accordingly, a more reliable and predictable manner of assuring quality. 
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2 Introduction 

Software development inherently is a non-deterministic process. Many choices have 
to be made at various phases. Often, these choices have a considerable impact on 
the resulting product and. Moreover, these choices introduce the selection of one 
alternative, whereby switches between alternative solutions become harder and 
therefore more costly as development continuous. 

Accordingly, supporting architects and developers in making these choices – e.g., by 
clarifying the resulting impact on various quality characteristics – ensures a more 
reliable and predictable software development process. 

Among the activities in which such support is essential, this work highlights the 
following:  

 Choosing between different architectural styles and design strategies 

 Reviewing the code in search of software faults. 

 Organizing interactions between the application and its environment. 

 Safe-guarding vital quality characteristics throughout the evolution. 

These activities differ with regard to the phase in the software development lifecycle in 
which they are applied. However, what is common among them is that these activities 
can significantly influence the cost of future software development and maintenance. 

This document is structured as follows: 

Chapter 3 presents a solution to the problem that the evaluation of architecture and 
design are often deferred until the time at which code metrics can be calculated. 

Chapter 4 considers the lessons learned from applying a design review method at 
Philips Healthcare. This method has been introduced in the context of Philips effort in 
managing reliability, and illustrates that many common software defects can be 
identified and removed before putting the system in operation. 

Chapter 5 addresses the problem of library dependencies, which forms a burden when 
migrating between platforms. By minimizing these dependencies, the cost of future 
migrations is considerable reduced. 

Finally, Chapter 6 passes on our experiences with realizing continuous internal 
software quality monitoring at Alcatel-Lucent, enabling managers to be more vigilant 
about e.g., increasing complexity. 
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3 Early quality estimations using pattern mining 

3.1 Problem statement 

Many software quality characteristics are largely influenced at a very early stage of 
development, namely during the definition of an overall architecture and the selection 
of an appropriate design. However, the evaluation of quality is typically deferred until 
later stages, when the design has been implemented and code has been developed.  
Accordingly, there currently is a considerable time gap between proposing a solution 
(in the architecture design phase) and evaluating it (in the coding phase). 

In result of this time gap, quality assurance is typically organized in a reactive manner. 
In lack of ways to predict the results of our architectural decisions, we need to wait 
until the consequences of these choices become apparent. Evidently, the cost to turn 
back the clock and reiterate our architectural decisions often refrains us from 
optimizing the structural organization of our applications.  

Accordingly, there is a need to evaluate quality during the definition of architecture and 
design. While the information available at this time is not as detailed as during the 
coding phase, fundamental information concerning structural composition, 
collaboration and interactions are present.  

Interestingly, this degree of detail is sufficient to reason about the presence of design 
patterns, and essential software quality metrics as complexity and coupling. Design 
patterns are well-defined, predictable structures aimed to make it easier to extend and 
maintain software systems. While the benefits of using design patterns are often 
debated, they do introduce consistency in the way similar problems are addressed. 
Metrics, on the other hand, provide a quantitative indication of a quality characteristic. 
Metrics are often used to estimate development and maintenance effort. While at the 
architecture design time, the quantifications offered by metrics are not precise enough 
to enable accurate effort estimations; architectural metrics can be used to compare 
alternative solutions. 

In this work, we demonstrate the feasibility of quality evaluations at a very early stage 
using design patterns and metrics. 

3.2 Early quality estimation using Maisa 

Maisa1 (Metrics for Analysis and Improvement of Software Architectures) is a tool 
developed at the University of Helsinki for architecture-based measurement and 
evaluation of software quality. The core idea in Maisa is to measure and predict the 
quality of a software system already in its design phase, by computing various kinds of 
metrics from its architecture, given as a set of UML diagrams. In addition, the Java-
based Maisa tool detects instances of software (design) patterns and anti-patterns. 

As Maisa has been developed over a long period of time, with numerous small 
additions and improvements, it provides us with a good case study to evaluate the 
potential deterioration of its architecture as well as the need for refactoring. 

3.2.1 Maisa Methodology 

The main task of Maisa is to calculate, as early as possible, both traditional metrics 
such as the cyclomatic complexity of a state diagram and pattern based metrics such 
as the relative number of classes. For this purpose we use the widely used UML 

                                            
1
 http://www.cs.helsinki.fi/group/maisa 
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design diagrams. The diagrams are expressed as sets of Prolog like facts, which are 
read in by the Maisa tool. Information extracted from code can be used as input to 
Maisa for example to check how the implementation (code) and the design correspond 
to each other. 

Design patterns are also expressed as Prolog facts. Maisa has a pattern library, which 
catalogs design patterns, which can be either predefined or user defined ones. The 
user can browse pattern descriptions, and create new ones from scratch or by 
modifying existing definitions. Furthermore, we may have several different definitions 
for the same pattern: an approximate one to be used early on and another more 
precise one for a situation where we have more detailed information at hand. 

 
The Maisa tool produces four types of results: 

 Simple object-oriented metrics (e.g., number of interfaces, depth of the 
inheritance tree 

 Performance estimates (e.g. worst case execution time) 

 Pattern mining results (e.g., number of Observer instances in the diagram) 

 Pattern based metrics (e.g., relative number of classes, i.e. the percentage of 
classes that participate in at least one pattern instance) 

Pattern recognition is defined as constraint satisfaction problem. If the constraint 
satisfaction problem is drawn as a graph, the roles of a pattern are represented by the 
nodes (variables) of the graph. Conditions for those roles are then represented by 
constraints. Constraints can be either for a single variable (unary) or between two 
variables (binary). 

Efficient search requires pruning which is done with the AC-3 algorithm [Mackworth, 
1977]. The domain of each node is pruned of those candidates, which can not 
possibly be solutions, because they do not satisfy the constraints associated with that 
node. As a result, the more specific facts a pattern has, the easier the candidates are  
to prune even if the diagram in question is very large. Because binary constraints are 
more time consuming than unary constraints, having specific unary constraints 
reduces the search space very quickly. 

In Maisa we search meta pattern instances, introduced in [Pree, 1995], first, and use 
the results when searching for more complex patterns. This approach speeds up the 
search, when there are multiple patterns that we look for. The pattern detection 
process is shown in Figure 1. 

 

 

Figure 1 - The Maisa pattern detection process 



 
 

Bart Du Bois Public 30/10/2008 

 

SERIOUS 

ITEA 04032  

WP3 Deliverable 3.9 

Page 9 of 28 

To support long term quality evaluation, Maisa collects history data and offers a simple 
facility for statistical analysis. Multiple measurements over the same architecture can 
be archived, and later used to see how the system has evolved over a given time 
period. Different architectures can be compared to one another. The statistical facility 
offers a number of common statistical parameters such as variance. 

Experience suggests that the visualisation facility is especially helpful in program 
comprehension. The presence (or absence) of particular patterns directs the user's 
focus almost unnoticed. 

3.2.2 Code based detection 

In addition to quality evaluation based on UML diagrams, Maisa can also be utilised in 
later phases of the software life cycle. When an existing system is being redesigned, 
we can analyse the old system and compare the results against those of the new 
system. If we are using a large amount of legacy code and are unfamiliar with the 
design, this can be helpful. 

If Maisa is used as a reverse or re-engineering aid, we may want to know the main 
design elements of the existing software. This way, we can detect hot spots as well as 
potential bottlenecks in the design. For example, the presence of design patterns can 
give us a clue as to how the designer intended the program to be modified (with 
patterns such as Visitor or Strategy). Conversely, the lack of Builder or Abstract 
Factory patterns, for instance, may point out the need for refactoring. 

Whenever additional information is available (e.g. when we use data that is extracted 
from program code instead of design data), we may use a different set of constraints 
for each pattern. Exact data will naturally yield a more precise result. This approach 
can be utilised e.g. when using Maisa collaboratively with a reverse engineering tool 
such as Columbus. 

However, we need to ensure that all the required information is present. This can be a 
problem if, for instance, the reverse engineering system has been intended for 
visualisation purposes. Additionally, any language dependent characteristics, such as 
C++ macros and template functions, have to be taken into account. They may not be 
enough to prevent us from detecting particular patterns, but they may cause 
inaccuracies in some cases, particularly in they occur frequently. 

While we may use complete information whenever possible, using incomplete 
information (and getting false positives) is not necessarily a bad thing. We may want 
to see those instances that are almost design patterns but not quite. The user can 
then decide, whether the system should be modified and take appropriate actions. 

3.2.3 Maisa and aspect-oriented features 

Although we originally directed our attention towards object-oriented design patterns, 
some of the early tests strongly indicated both the need to look for aspect like features 
in software architectures and the suitability of dynamic diagrams in finding them. 
Especially the larger scale industrial cases we have studied support this. Many 
domain-specific patterns have proven to be aspects rather than design patterns. 

The larger an organization or a software product is, the more important it is to ensure 
that frequent, in a sense standard operations are always performed in the same way. 
For example, a product family might well need a single common way for error-
handling. 

Error finding and correcting as well as producing log files are typical examples of 
features that imply a particular behavior common to most if not all objects in the 
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system. Figure 2 shows a simplified example of an error-handling mechanism. Note 
that both outgoing transitions from the middle node pass through the exit node. Also, 
there should only be one each of the depicted transitions. 

 
 

 

Figure 2 - A possible error-handling pattern in a state diagram. 

3.3 Case study 

By the time of this case study Maisa had had four major releases and numerous 
smaller improvements. Features introduced since the initial release include pattern 
visualization facility and two performance estimation algorithms. We wanted to find out 
how well the architecture still conformed to the original design and refactor as needed. 
This was to be done before incorporating a new component into Maisa. 

Maisa has four main components: 

 maisa – the main program and the GUI 

 datastruct – representation of program elements 

 csp – pattern detection component 

 perf – performance evaluation facility 

The version 1.4 of Maisa used in the case study has 325 classes containing some 
60000 lines of code. The goal of the analysis was to determine how the specialization 
interface of Maisa had evolved. The most important design decisions we want to 
preserve are: 

 easily changeable pattern detection algorithm – Strategy pattern 

 controlled object construction and access in the datastruct-package – Abstract 
Factory and Adapter patterns 

 low coupling of the csp package with other packages. 

Meta pattern Instances 

Derived Attribute 365 

Indirect Read 3563 
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Indirect Write 450 

Single Reference 422 

Multiple Reference 105 

Unification 10 

Container 6 

Table 1 - Meta pattern instances. 

A secondary objective was to compare the code based results with those done by 
using design diagrams. Thus we made two test runs. The first measurement was done 
using the program code of Maisa to be used as a reference for the accuracy of the 
second measurement. A selection of detected meta patterns and design pattern 
occurrences are shown in Table 1 and Table 2, respectively. Second measurement 
was done using design level data, with focus on the Visitor and Observer patterns, 
both being simple behavioral patterns. Also, we wanted to test how easy it would be to 
distinguish between patterns of different purposes, especially creational and 
behavioral ones. Sequence diagrams derived from selected use cases were used in 
addition to class diagrams. 

Pattern Instances 

Visitor 2 

Observer 2 

Singleton 9 

Object Adapter 17 

Proxy 6 

Builder 13 

Factory Method 12 

Flyweight 6 

Table 2 - Design pattern instances. 

Using the UML based data, both Visitor instances were found as well as both 
Observer instances. As was expected, when the sequence diagrams were not used, 
none of those instances were found. The Singleton instances were, however, found 
using only class diagrams. This is due to the fact, that the definition of a Singleton is 
precise enough.  

Why can‟t we find, for example, a simple Observer instance using only a class 
diagram? The reason is that we can't easily distinguish it or other potential instances 
from common parallel class hierarchies (i.e. patterns with similar structure but different 
behavior). 

The Factory Method instances were found without sequence diagrams, when 
appropriate dependencies (indicating the creation relationship) were present in the 
class diagrams. Should such information be present, it can be used as further 
evidence. 
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The analysis revealed several structural problems in version 1.4. In the datastruct 
component, not all classes were created in a controlled fashion (i.e. using Abstract 
Factory). While this isn‟t enough to cause errors per se, it is a problem in Maisa for two 
reasons. First, it breaks the architectural design which makes maintenance more 
difficult. Second, it is likely to cause errors later when the component is further 
modified, e.g. when the classes in question are extended. 

Another, more serious problem was that existing design was sometimes modified so 
that pattern instances disappeared. Figure 3 and figure 4 show a section of the 
datastruct package. Version 1.4 has two Abstract Factory instances less than version 
1.2 had. This defect was introduced when the improved performance estimation 
algorithm was added. 

 

Figure 3 – Pattern instances in version 
1.2 

 

Figure 4 – Pattern instances in version 
1.4 

Low coupling between csp package and the rest of Maisa had been preserved as 
expected. From the Maisa point of view, the csp package is a black box, it is simply 
called to perfom the pattern detection and return the results. It is only accessed by 
three classes in the datastruct package. Consequently, the csp package can even be 
used as a standalone application. Any algorithm changes have no effect on the 
functionality of the rest of Maisa. 
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4 Implementation of Software FMEA’s at Philips 
Healthcare 

4.1 Introduction 

Failure Mode and Effect Analysis (or FMEA) is a well-known design review method 
used to identify potential failure modes, their effects and root causes. The method 
offers the possibility to rank the importance of the various failure modes using the so-
called Risk Priority Number (RPN), which is a multiplication of the severity of the 
effect, the probability of occurrence of the root causes and the detectability in the 
current design. This method was also successfully applied to software systems by 
Philips Healthcare. 

4.2 Approach 

The basis for the approach, which is used by Philips Healthcare, was taken from 
[Maxon et al., 1998]. They argue that software systems fail mainly for two reasons: 
logic errors in the code, and exception failures. Exception failures can account for up 
to two third of the system crashes. Traditional approaches to reducing exception 
failures, such as code reviews, walkthroughs and formal testing, while very useful, are 
limited in their ability to address a core problem: the programmer‟s inadequate 
coverage of exceptional conditions. The problem of coverage is rooted in cognitive 
factors that impede the mental generation (or recollection) of exception cases that 
would pertain in a particular situation, resulting in insufficient software robustness. 
Maxon & Olszewski have made an overview of possible exceptions in software, using 
the CHILDREN mnemonic, displayed in Figure 5. 

Figure 5 - Fishbone diagram showing exception types and 
exemplars. The first letters of the rib labels spell the 
mnemonic CHILDREN 
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4.3 Way of working 

The software FMEA focuses on exceptions and the failure modes that may be 
associated with them. The way of working is the following: 

 An overview is made of the various software and hardware modules that make 
up the system under consideration. Including hardware is important, as that 
often tends to be a source of exceptions, especially in networks. 

 Process flows are made for the various use cases (or user scenarios) in which 
the interaction between the various modules is depicted and described (e.g. 
the start-up of the system). Sequence diagrams have turned out to be very 
useful for this. 

 For each scenario/flow possible exceptions are generated. This is done in a 
free brainstorm in which the system is mentally challenged. The CHILDREN 
mnemonic can be used as a „trigger-list‟. However, it turned out that in practice, 
with good visualisations of use cases present, possible exceptions and 
experienced software designers and testers easily find other potential 
problems. 

 The exceptions are translated in failure modes (i.e. deviations of the desired 
functionality). For each exception the possible effects and root causes are 
identified. Current controls are investigated and possible actions are defined. 
These actions may consist of (i) design improvements; (ii) further 
investigations, e.g. specific (stress) testing where the exceptions are forced or 
even separate FMEA‟s on lower levels in the systems; (iii) measures to warn 
the user and the like. 

4.4 Lessons learned 

4.4.1 When? 

FMEA‟s can and should already be done in the early stages of (concept) design. At 
Philips Healthcare the first FMEA on system level is mandatory in the concept design 
and project-planning phase. FMEA‟s are especially useful when systems consist of 
many interacting software and hardware modules, developed by more people. 

4.4.2 Preparation 

Preparation is very important. First of all the level on which the system is considered 
has to be decided. Furthermore, proper visualisations of the software (and hardware) 
on that level have to be made for the various use cases that must be considered. Next 
it has to be decided which people are best suited to participate in the FMEA. Those 
are not only the software designers. Especially people that have a good understanding 
of the use of the system should be included. Also testers should be invited. 

4.4.3 Performing the FMEA 

Using a trained facilitator greatly improves the effectiveness and efficiency of the 
FMEA. During the FMEA session it is important to keep focussing on the main issues. 
What helps is e.g. making a list of the most critical use cases, and start with the top 
one. And for each use case first make an overview of the most critical exceptions or 
failure modes and again start with the most critical one. This helps preventing long 
discussions on issues that, at the end, turn out not to be so important. In this way 
people at the end of the session have at least the feeling that the most important 
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issues were discussed. Remaining, less important issues can be added later, in 
separate (less extensive) sessions. 

4.4.4 Follow-up 

As important as the FMEA is its follow-up. Actions decided in the FMEA should be 
executed. At certain stages in development the results of the various activities should 
be evaluated. This is best done by performing a next FMEA session in which the effect 
of the various activities on the RPN is considered. Furthermore, (potential) new failure 
modes are considered.  
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5 Discovering higher-level library services using 
Frequent Item Set mining References 

5.1 Context 

In preparation of a migration to a new platform, an iterative approach was suggested 
that would, in the end, replace a visualization library by a higher level one. The 
suggestion consists of iteratively raising the level of abstraction of the current 
visualization library (and its usage), to match that of the new library. The main reason 
for this approach is that each investment towards this goal would result in an 
improvement. In other words, even if the end goal is not achieved, an improvement 
has been made.  

Therefore, the need arose to analyze the usage of the visualization library – OpenGL2 
– and to suggest wrappers that would provide higher-level services. Each higher-level 
service would delegate to several lower level OpenGL services. 

5.2 Problem statement 

The composition of library wrappers is a challenging and labour-intensive activity. The 
OpenGL library forms a good example: 

 It provides 388 functions. Accordingly, there are a tremendous number of 
possible combinations of OpenGL functions when considering candidate 
higher-level services. 

 It is used from 209 production functions. Each of these functions would have to 
be manually analyzed. Moreover, these functions might consist of blocks of 
OpenGL calls, each requiring investigation. 

Accordingly, we ask ourselves whether it is feasible to automate part of the wrapper 
composition process using static analysis of the library usage. 

To some extent, this problem statement is similar to that of aspect mining [van 
Deursen, 2003]. However, in aspect mining, one looks for cross-cutting concerns that 
cannot be encapsulated using standard Object-Oriented design. 

5.3 Suggesting higher-level services 

The grouping of elements based upon their usage is strikingly similar to the goals of 
frequent item set mining (FIS) [Agrawal et al., 1993]. An item set contains one or more 
items, and represents a group of items that are somehow related. By mining such item 
sets, groups of items are discovered that exploit this relation. 

E.g., consider transactions on the Amazon website. In each transaction, a set of items 
(a book, a CD or a DVD) is ordered. The relation between these items is that they are 
purchased within the same transaction. Such consumer behaviour is interpreted as an 
indication that the items in the transaction belong to the same theme, and thus, that 
other customers buying one of these items might also be interested in the other items. 
Amazon thus processes the transactions to find such frequent item sets to suggest 
other items to clients, typically in the category “People who ordered this book also 
ordered…” 

                                            
2
 http://www.opengl.org  
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Within our context, we are interested in groups of OpenGL functions that are often 
invoked together. Taking the analogue of the Amazon example, each production 
function or method represents a transaction (and thus an item set), consisting of a set 
of OpenGL functions (the items) that are invoked. In this case, a frequent item set is a 
group of OpenGL functions that is frequently invoked together. This means that there 
are a number of production functions or methods invoking each of the OpenGL 
functions in this group. 

Figure 6 represents the identification of a group of OpenGL functions as a service. 
The set of OpenGL functions {gl3, gl4, …} is invoked by production functions clientX 
and clientY. We interpret this shared usage of {gl3, gl4, …} as an indication that these 
OpenGL functions are related.  

 

This relation can be explained as follows: 

1. Coincidental relation: The fact that {gl3, gl4, …} are invoked by multiple production 
functions can be pure coincidence. While grouping these OpenGL functions in a 
service would reduce the coupling between the application and the OpenGL 
library, it would introduce a meaningless aggregation of OpenGL functionality. Not 
only would it be difficult to come up with a good name for this aggregation, it would 
also not be easy to identify opportunities for future reuse. Accordingly, when there 
is merely a coincidental relation among the OpenGL functions suggested by an 
item set, we would not advice to group these invocations in a separate 
function/method. 

2. Semantic relation: In case the OpenGL functions {gl3, gl4, …} together perform 
(part of) an operation that is meaningful from a problem domain perspective, there 
would be three benefits in encapsulating these OpenGL function invocations in a 
separate function/method. 

2.a. A reduction of the coupling between the application and the OpenGL library. 

2.b. This would raise the level of abstraction, as the functionality of the client 
methods clientX and clientY can now be related to the problem domain 
operation. 

Figure 6 - Identification of a gorup of OpenGL functions as a service 
using frequent item set mining 
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2.c. Functionality that is to be implemented in the future can benefit from this 
abstraction by reusing the newly introduced function/method as a service. 

Thus, we make the hypothesis that mining of sets of functions that are often invoked 
together can support the identification of higher-level services on the condition that 
these functions bare a semantic relation. 

 

5.4 Feasibility study: the XtraVision application 

To evaluate the feasibility of discovering higher-level services using frequent item set 
mining, we initiated a case study together with Philips Healthcare concerning the 
XtraVision application. 

XtraVision is a medical image viewer that heavily relies on OpenGL to visualise 
images from scanners and X-ray devices.  XtraVision consists of about 600KLOC of 
C++ and about 30KLOC of Ansi C. As explained earlier, there is a need to migrate 
XtraVision to a new platform. As in intermediate step in this migration, it was proposed 
to wrap the current OpenGL usage. To support the composition of such wrappers, we 
investigated frequent item set mining on the OpenGL usage.  

The data consisted of about 1800 functions and methods that invoked OpenGL 
functions. We decided upon three criteria for a set of OpenGL functions to be termed a 
frequent item set: 

1. The set needs to consist of at least 3 functions.  
This criterion was introduced to ensure that there would be a sufficient functionality 
encapsulated in the potential aggregation of these OpenGL functions. 

2. The set needs to be invoked by at least 10 production functions or methods. 
This criterion ensures that there is sufficient support for the claim that these 
functions bare a semantic relation. Indeed, the more production functions/methods 
invoke a set of OpenGL functions, the less likely it becomes that these functions 
have no relation. 

3. The frequent item set must be maximal. 
A frequent item set is maximal in case there is no other frequent item set that is a 
superset of this set. This criterion is introduced to ensure that the proposed 
services are distinct. 

We applied a maximal frequent item set mining algorithm with the above parameters, 
resulting in a total of 46 maximal frequent item sets. To evaluate these results, we 
asked an architect to complete a questionnaire, provided in Table 3Error! Reference 
source not found.. 

Due to time constraints, the architect was able to evaluate 35 of the 46 frequent item 
sets (76%).  
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Aside the categorization presented in question 1 of the questionnaire, he introduced 
an additional category, namely: 

Partially Recognized – I recognize that part of the set together performs a 
meaningful service, and I knew this already. Some functions in the set are 
unrelated. 

Similarly to categories {Recognized, Discovered}, this new category also represents a 
semantic relation among the frequent item set. 

The 35 resulting frequent item sets were categorized as follows:  

 Unrelated:   12 = 34.3% 

 Trivial:    0 

 Partially recognized:  2 = 5.7% 

 Recognized:   21 = 60.0% 

 Discovered:   0 

In other words, about one third (or 34.3%) of the resulting frequent item sets represent 
a coincidental relation, while two thirds (65.7%) represented a semantic relation 
among the OpenGL functions within the set.  

Among the set of 23 frequent item sets that bared a semantic relation, the architect 
rated merely 15 based upon the scale of question 2 of the questionnaire. The average 
strength with which the architect would advocate the introduction of wrapper on top of 

1. Categorize each frequent item set in one of the following categories: 

1.a. Unrelated – I do not recognize a meaningful service implemented by the 
functions in the set. 

1.b. Trivial – The grouping of these OpenGL functions would not introduce 
abstraction. 

1.c. Recognized – I recognize that the set together performs a meaningful service, 
and I knew this already. 

1.d. Discovered – I recognize that the set together performs a meaningful service, 
and this is something I did not know beforehand. 

Clearly, categories 1.a and 1.b represent a coincidental relation among the 
OpenGL functions, while categories c and d represent a semantic relation. 
 

2. Assign a number from 0 to 10 for each frequent item set, indicating how strong you 
would advocate the introduction of a wrapper on top of this set to encapsulate the 
service. 

2.a. 0 – This set must not be wrapped. 

2.b. 10 – A wrapper would be a good step towards more encapsulation. 

 
3. Group frequent item sets based on similar patterns. Assign group names, and 

briefly describe the group at the bottom of this table. 

Table 3 – Questionnaire to evaluate the resulting frequent item sets 
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this set to encapsulate the service was 6.13, indicating that there was a tendency to 
truly advocate most of the rated frequent item sets. 

Answering the last question of the questionnaire, the architect categorized 20 frequent 
item sets in 6 OpenGL usage patterns. Table 4 enlists these patterns. The second 
column presents the number of item sets that were categorized as an instance of this 
OpenGL usage pattern. E.g., the architect recognized that 6 of the proposed item sets 
were related to matrix manipulation. In other words, he confirmed that a proposal for 
an OpenGL wrapper for this application could have 6 higher-level services concerning 
with matrix manipulation. 

The third column of Table 4 provide the total number of OpenGL calls that are 
associated with those item sets advocated by the architect to be promoted to a library 
wrapper method. In other words, this number of calls indicates the number of OpenGL 
calls that can be removed when the application would use the OpenGL library wrapper 
instead. 

OpenGL pattern Nr of item sets Associated OpenGL calls 

Matrix manipulation 6 96 

Specify coordinates 2 48 

Draw points 1 36 

Draw polygon 3 128 

Setup drawing 7 186 

Change attribute 1 40 

Total 20 534 

Table 4 - Recognized OpenGL patterns and their usage 

In total, no less then 534 OpenGL calls could be removed when introducing the 
proposed OpenGL wrapper. Since the total number of OpenGL calls from the 
application is 1774, this would result in a reduction of the number of call-based 
OpenGL dependencies with 30.1%.  

5.5 Interpretation of results 

Our feasibility study indicates that, indeed, the application of maximal frequent item 
set mining can support the identification of higher-level services. Indeed, two third of 
the resulting item sets were recognized to bare a semantic relation. Moreover, the 
architect confirmed that he would advocate the encapsulation of these groups of 
functions as service. 

Our calculations indicate that, when an OpenGL library wrapper would be introduced 
that provided higher-level services corresponding to the detected frequent item sets, 
refactoring the application to make use of this wrapper would reduce the number of 
call-based OpenGL dependencies with no less then 30%. 

This predicted dependency reduction indicates that the introduction of a wrapper 
based upon these results would significantly reduce the effort of replacing OpenGL as 
a library. Indeed, this replacement effort could largely be addressed in the wrapper 
itself. 

Aside the pure technical benefits of identifying higher-level services – i.e., (i) reducing 
coupling with the library; and (ii) introducing reuse opportunities for future functionality 
– our results demonstrate that this automated process supports comprehension of the 
way a library, or more generic, an interface, is used throughout an application. 
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Specifically, the architect used these results to enlist a series of usage patterns, 
describing various ways in which the library is used by the application.  

5.6 Conclusion 

The composition of library wrappers, providing higher-level services on top of lower-
level functionality, is a labour-intensive activity. Indeed, to verify whether the interface 
reflects the way in which an application uses the interface, the developer should 
analyze the library usage. This analysis is quite cumbersome, since the application‟s 
dependencies on the library are spread out through the code. Moreover, due to 
scoping rules, lightweight regular expressions cannot automate this analysis. 

Accordingly, this work verifies whether static analysis of the call-graph of an 
application can provide the required support to automate part of the process of 
introducing a library wrapper. Specifically, we mine the application‟s usage of library 
functions to verify whether groups of these functions can serve as a proposal for a 
wrapper. 

Our results have confirmed that indeed, the mining technique can support the 
proposition of a meaningful wrapper, raising the level of abstraction of the library. 
Moreover, the introduction of this wrapper would significantly reduce the application‟s 
dependencies on the library. 

Concluding, this work confirms frequent item set mining as a valuable technique to 
detect higher-level library services. 
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6 Continuous software quality vigilance 

6.1 Introduction 

In preparation of a desired promotion from CMM level 3 (Defined) to level 4 
(Managed), Alcatel-Lucent is motivated to gather data regarding the performance of its 
software development processes.  

Evidently, the most essential recorded data concerns process quality measures, e.g.: 

 Are requirements realized on time? 

 Is effort spent proportionate to the estimations? 

 Is the number of detected defects in correspondence with our expectations 
based upon historical analysis? 

Recording such measures enable managers to track the overall “fitness” of the applied 
software development process.  

The collected data is stored in an internal data warehouse. This data warehouse can 
be accessed through a web interface that generates reports and graphs, facilitating 
communication about software quality by consistently applying the same principles for 
generating this output, e.g., concerning axes, milestone labelling, the use of colours, 
etc. Indeed, developers and project leads include this output in their status reports. 

With the advent of the SERIOUS project, the quality improvement teams looked 
forward to include additional measures in the data warehouse. Specifically, there was 
a need to record the structural characteristics of the developed source code, e.g., 
concerning complexity, coupling and cohesion. In particular, this data was considered 
useful to support the creation of effort prediction models, going beyond the traditional 
inclusion of lines of code as the only internal software characteristic. 

6.2 Quality monitoring objectives 

A plan was made to setup an environment in which software could be analyzed on 
regular time intervals, feeding the resulting quantitative data to the data warehouse. A 
selection of internal software quality metrics was made, targeting both procedural (C) 
and object-oriented code (C++). 

To evaluate procedural code, we selected Henry and Kafura‟s information flow metrics 
[Henry et al., 1981], in combination with Lines of Code and McCabe‟s Cyclomatic 
Complexity [McCabe, 1976]: 

 Fan In – Measure of the information flow from the function/methods 
environment to the function/method. Forces: 

o Reuse: The more independent a function/method is on its environment, 
the easier it is to reuse it in another environment. 

o Maintenance: The larger the number of dependencies upon the 
environment, the higher the sensitivity to changes in other parts of the 
design. 

o Testing: The larger the number of dependencies upon the environment, 
the more effort is required to evaluate the effect of these other elements 
on the function/methods behaviour. 

 Fan Out – Measure of the information flow from the function/method to the 
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function/methods environment. Forces (in some aspects different than Fan In): 

o Reuse: The less impact a function/method is has on its environment, 
the easier it is to reuse it in another environment. 

o Maintenance: The larger the number of dependencies of the 
environment on a function/method, the higher the environments' 
sensitivity to changes in that function/method. This would be a problem 
in case the function/method changes a lot. Ironically, methods/functions 
with a high fan in usually tend to change a lot since they implement a 
considerable number of operations. 

o Testing: Similar to Fan In, yet in the other direction. 

 Cyclomatic Complexity (CC) – Measure of the number of independent 
execution paths through the function/method. Thus, CC is a measure for the 
complexity of the control structure of the function/method. 

o Testing: Each additional independent path through a function/method 
requires an additional test case. Accordingly, there is a direct link 
between cyclomatic complexity and the effort required to test that 
function/method. This effort may be expressed in terms of (i) the time 
required to develop the tests; (ii) the number of test cases; or (iii) the 
length of the test code associated with this function/method. 

o Maintenance: Each additional independent path introduces a burden on 
the programmer who is attempting to understand the function/method. 
An additional path is created to resolve an exceptional scenario. Taking 
into account different exceptional scenarios evidently makes it hard for 
the programmer to reason about the effect of the changes he is making. 

 Lines of Code (LOC) – Measure of the length of the function/method. 

o Maintenance: LOC is currently still the most commonly used indicator of 
complexity. A typical maximum threshold for the LOC of a 
function/method is the height of the screen, e.g., 40 lines. Evidently, 
there is also a minimum threshold, since a minimum number of lines is 
always required to provide at least some functionality. 

To evaluate Object-Oriented code, we selected Chidamber and Kemerer‟s metric suite 
[Chidamber et al., 1995]: 

 Weighted Methods per Class (WMC) – Measure of the total complexity 
implemented by the methods in that class. A trade-off needs to be made 
between the following forces: 

o Maintenance: The larger the number of methods and their complexity, 
the more time and effort is required for maintenance. 

o Reuse: The larger the number of methods and complexity, the less 
likely a class will be reused. 

 Depth of Inheritance Tree (DIT) – Measure of how many ancestor classes 
can potentially affect this class. Forces: 

o Complexity: The deeper a class is in the hierarchy, the greater the 
number of methods it is likely to inherit, making it more complex to 
predict its behaviour. 

o Reuse: The deeper a particular class is in the hierarchy, the greater the 
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potential reuse of inherited methods. 

 Number of Children (NOC) - Measure of how many subclasses are going to 
inherit the methods of the parent class. Forces: 

o Reuse: The greater the number of children, the greater the reuse 
potential. 

o Testing: A class with a large number of children may require more 
testing of the methods in that class. 

 Coupling between Object Classes (CBO) – Measure of how many classes 
are coupled via method or instance variable interaction. Forces: 

o Reuse: The more independent a class is, the easier it is to reuse it in 
another application. 

o Maintenance: The larger the number of couples, the higher the 
sensitivity to changes in other parts of the design. 

o Testing: The higher the inter-object class coupling, the more rigorous 
testing needs to be. 

 Response for a Class (RFC) – Measure of the set of potentially executed 
methods in response to a message received by an object of that class. Forces: 

o Testing: If a larger number of methods can be invoked, the testing and 
debugging becomes more complicated. 

o Complexity: The larger the number of methods that can be invoked 
from a class, the greater the complexity. 

 Lack of Cohesion in Methods (LCOM) – Measure of the absence of similarity 
among methods with regard to attribute usage. This metric is an inverse 
cohesion metric: it measures the absence of cohesion. Forces: 

o Complexity: a high lack of cohesion increases complexity. 

6.3 Calculating the measures 

The above measures can be calculated using static source code analysis. 
Accordingly, during the course of the SERIOUS project, we developed Fetch, the Fact 
Extraction Tool Chain3 [Du Bois et al., 2007]. Fetch is a 100% open source chain for 
model extraction, dependency analysis, metric calculation and visualization. 

The data model to which the models generated by Fetch conform is based upon the 
FAMIX CDIF format [Tichelaar et al., 1998], and represents the main structural 
building blocks of object-oriented and procedural languages. The model is sufficiently 
detailed to enable the calculation of all metrics enlisted above. 

6.4 Feeding the data warehouse 

The data warehouse presents the quantitative data by querying a database. The fields 
of the tables in this database can be used to navigate through the data. E.g., the 
definition of the table used to report the data on the metrics mentioned above looks 
consists of the following fields: 

 Week number:  the number of the week in which the data was collected 

                                            
3
 https://lore.cmi.ua.ac.be/fetchWiki 
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 Release:  the major release of the entity under study 

 Version: the version number of the entity under study 

 Module name: the name of the module to which the entity belongs 

 ID: the identification of the entity under study 

 Signature: a meaningful string representation of the entity under study. 
E.g., the signature of a method/function consists of its name and parameter 
list. 

 Filename: the relative path of the file to which the entity belongs 

 EntityType: an indication of the type of the entity under study 

 Parent: the identification of the parent of the entity under study. For a 
function or a method, this is ID of the class. For a file, this is the path of the 
directory to which it belongs. 

 Metric i: i-th reported metric 

This table definition is generic, in that it can be used to archive data on various types 
of entities. The column-headers of the metric columns are deliberately made generic, 
such that their semantics can be assigned in function of the entity type. The 
combination of recorded metrics for each of the entity types is enlisted in Table 5. 

EntityType Metric1 Metric2 Metric3 Metric4 Metric5 

Function FanIn FanOut CC LOC - 

Method FanIn FanOut CC LOC  

Class CBO LCOM NOC RFC DIT 

File NOMD4 NOCC5 - - - 

Table 5 - Metrics recorded for each of the entity types. 

A script was written to trigger the calculation of this data periodically, and notify the 
data warehouse that new data is ready to be appended to the archive. 

6.5 Case study 

As a case study, we present the results of our efforts in monitoring a module for the 
management of the Internet Group Management Protocol on network boards. This 
module consists of about 25KLOC. 

                                            
4
 number of macro définitions (#define…) 

5
 number of compilation conditions (#ifdef, #ifndef…) 
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Figure 7 – Web interface screenshot representing the evolution of the Cyclomatic 
Complexity of a software module. 

Figure 7 presents a screenshot of the web interface to the data warehouse. In this 
figure, a selection has been made, to present the evolution of the average cyclomatic 
complexity (CC) metric of functions and methods contained in module IGMPMgntNt 
across 5 releases. 

The graph indicates that cyclomatic complexity increases across time. This can be 
explained in two ways: either new scenarios are appended to existing functions, 
thereby increasing the average cyclomatic complexity. Alternatively, new scenarios 
may be implemented in new functions, which coincidentally happen to exhibit a higher 
CC value then the existing functions. Since the latter is quite unlikely, we interpret 
these findings as an indication that new functionality is often appended to existing 
functions. I.e., new branches (e.g., if-statements, switch cases, etc.) are used to 
introduce alternative scenarios. 

In particular, on week 647, a considerable increase in CC can be noticed. Nine weeks 
later, 11 weeks later, on week 706 (the year closes on week 652), CC is reduced more 
or less to the original level. This indicates either a removal of dead code, or the 
refactoring of complex code. 

This example illustrates that by continuously monitoring relevant quality characteristics 
we can evaluate the result of recent development activities, diagnose potential 
problems, and address them accordingly. E.g., based upon the above analysis, one 
might suggest evaluating the process of introducing new scenarios, and whether 
functional decomposition cannot be improved. 

6.6 Summary 

In this chapter, we have presented the need for continuous quality monitoring. While 
such monitoring has previously been applied within Alcatel-Lucent concerning process 
metrics, no such effort was undertook with regard to internal product quality. 
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Accordingly, a fact extraction tool chain was constructed that, among others, serves to 
calculate various desired metrics. In particular, two metric suites were selected for 
gathering historical data: (i) the Henri and Kafura information-flow metrics; and (ii) the 
Chidamber and Kemerer metrics regarding coupling, cohesion, complexity and 
inheritance characteristics. 

By integrating the reported metrics in the data warehouse, Alcatel-Lucent is now 
capable of identifying internal product quality trends early in the process. Moreover, 
the generated reports and charts can be used to objectively report about the impact of 
changes and refactoring efforts. 

In a case study, we demonstrated that a representation of the evolution of internal 
product quality metrics raises questions and suggestions about the software 
development process. These issues have been found to be relevant to the process 
improvement teams. 

Concluding, by integrating internal product quality metrics into their data warehouse, 
Alcatel-Lucent is now able to pro-actively address software quality issues, which they 
could previously not detect objectively. 
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